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val file = sc.textFile("hdfs://...")

val counts = file.flatMap(line => line.split(" ")).map(word => (word, 1)).reduceByKey(_ + _)

counts.saveAsTextFile(“hdfs://...")
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111 58 WA Y TAF Hadoop A5 % 60 24740 (4R s ), WIAHXT L, Spark AJLLiE
TR E TR REWIF A, JF HAEr R R 2
18 package org.apache.hadoop.examples;

19

20= import java.io.IOException; @ ‘
21 dimport java.util.StringTokenizer;

22

23 dimport org.apache.hadoop.conf.Configuration;
§24 import org.apache.hadoop.fs.Path;

25 import org.apache.hadoop.io.IntWritable;

26 import org.apache.hadoop.io.Text;

27 dimport org.apache.hadoop.mapreduce.Job;

28 dimport org.apache.hadoop.mapreduce.Mapper;

29 import org.apache.hadoop.mapreduce.Reducer;

30 import org.apache.hadoop.mapreduce.lib.input.FileInputFormat;
31 dimport org.apache.hadoop.mapreduce.lib.output.FileOutputFormat;
32 dimport org.apache.hadoop.util.GenericOptionsParser;

33

34 public class WordCount {

35

36= public static class TokenizerMapper

37 extends Mapper<Object, Text, Text, IntWritable>{

38

39 private final static IntWritable one = new IntWritable(1);
40 private Text word = new Text();

41

42= public void map(Object key, Text value, Context context
43 ) throws IOException, InterruptedException {
a4 StringTokenizer itr = new StringTokenizer(value.toString());
45 while (itr.hasMoreTokens()) {

46 word.set(itr.nextToken());

47 context.write(word, one);

48 }

49 }

5@ }

51

52= public static class IntSumReducer

53 extends Reducer<Text,IntWritable,Text,IntWritable> {

54 private IntWritable result = new IntWritable();

55

56% public void reduce(Text key, Iterable<IntWritable» values,

57 Context context

58 ) throws IOException, InterruptedException {
59 int sum = @;

60 for (IntWritable val : values) {

61 sum += val.get();

62 1

63 result.set(sum);

64 context.write(key, result);

65 1

66 1}

67

68= public static void main(String[] args) throws Exception {

69 Configuration conf = new Configuration();

7@ String[] otherArgs = new GenericOptionsParser(conf, args).getRemainingArgs();
71 if (otherArgs.length < 2) {

72 System.err.println("Usage: wordcount <in» [<in>...] <out>");
73 System.exit(2);

74 }

75 Job job = new Job(conf, "word count");

76 job.setJarByClass(WordCount.class);

77 job.setMapperClass(TokenizerMapper.class);

78 job.setCombinerClass({IntSumReducer.class);

79 job.setReducerClass(IntSumReducer.class);
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80 job.setOutputKeyClass(Text.class);

81 job.setOutputValueClass(IntWritable.class);

82 for (int i = @; i < otherArgs.length - 1; ++i) {

83 FileInputFormat.addInputPath(job, new Path(otherArgs[i]));
84 3}

85 FileDutputFormat.setOutputPath(job,

86 new Path(otherArgs[otherArgs.length - 11));

87 System.exit(job.waitForCompletion(true) 7 @ : 1);

88 1}
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0, EERFRSHRAIATHUARONE,

O g8z H=rus

Fluendo MP3 1883 Fraunhofer IS 30 Technicolor SA FIRE) MPEG Layer-3 BHRESIER, h
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(13) My AMEZ R Ubuntu $40E R G0 AE 1Y 44 7 LA BB AE A OG5 ., s [4kee],
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(14) Zeespke ) WATERRATLLT . RN sE [BEER], WE2-17 s,
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Terminal

@ root@sparkmaster: ~

@ ISeatDefaultsl

user-session=ubuntu

greeter-session=unity-greeter
greeter-show-manual-login=true
allow-guest=false

RS, SRIGIBH . FEAT S A . “sudo passwd root”, SRJ5f% (Enter) f, JZ%
SRR B root FHP BB, IGIEMSTTHIA: “reboot —h now” , TEHHFNRS ., ERG A
My “Login”, #iA “root” MK/, SRIGHIASRS, HAFE LM root K15 5% Ubuntu R4

(1) M Oracle [#)'E M ZAH RN 9 JDK RRAS, delfs& JIDKL. 6 DS IRUAS, 285 T 82
JDK1.7.0_67, SRJGX T #45i) JIDK 47 T, o 00 SO e 5 B B % R .

root@sparkMaster:/usr/lib/java# 1s -1r

total 8

drwxr-xr-x 8 root root 4096 Oct 7 2014 jdki.8.0_20
drwxr-xr-x 8 uucp 143 4096 Jul 26 2014 jdk1.7.0_67
root@sparkMaster: /usr/lib/java# |J ////

X B EAILEFE LR jdk1.7

(2) BRI AS &, 7E Ubuntu (¥ shell 74 Zi%i A : vim ~ /. bashre #F ABCE SO,
JDK (s As i A, BRAFIHR . SRIG7Ein & L A . source ~ /. bashre fifi it & 3C
PR MR

# enable programmable completion features (you don't need to enable
# this, if it's already enabled in /etc/bash.bashrc and /etc/profile
# sources Jetc/bash.bashrc).

#if [ -f /etc/bash_completion ] && ! shopt -oq posix; then

# . [etc/bash_completion

#fi

export JAVA_HOME=/usr/lib/java/jdk1.7.6_67

export JRE_HOME=${JAVA_HOME}/jre

(3) FRATRT ATE iy 2 i 25 W 22256 1) DK AR, R B

root@sparkMaster: fusr/lib/java# java -version

java version "1.7.0_67"

Java(TM) SE Runtime Environment (build 1.7.0_67-b01)
Java Hotspot(TM) Client VM (build 24.65-be4, mixed mode)
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f£ VMWare JEHIHLIE & 7540 & Ubuntu R WA IR S ETHE &5 — & RS MHE, Fit
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(1) 47 f#ifk Hadoop WIBCHE , {455/ Hadoop 28, FEFEHE DI AN & R GERT Il
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FHARTR Y root LR 7 Y 7 & AR B¢

(2) IDK Af LA HAETE AN 0l g b, (BRI R AE S — A Plae Al [F ry B &
T, HEEE, BUESE TR SSH A 5 R Bl B8 475, B4 SSH Y scp i — 6
Pl B2 IDK Sl 2, [Al 22 B 41 & WL 2R 1Y ~ /. bashre SUfF:,

2. BE SSH R ER

SSH “# Secure Shell (9455 , BiZ:44retiid, o IETF B4 TAE/NH  ( Network Work-
ing Group) Jrifilag. SSH N AR HIZFE 25 FRYZ2PML, & HATRTEE . € it
BRRSSTE A HAN M 28 R 55 F 2 PR D, FIT SSH BRSCRT LA S97 I AR E Hd A e a5 5
HER ), SSH el UNIX 248 FIY— R, Jak SOy R B HAB A EF- 5. SSH 7EIER
e TR P il . SSH % i T2 F 5. JLP T A UNIX S 5—4f HP -
UX. Linux, AIX, Solaris, Digital UNIX, Irix, DAKIABF-&, #rTiEfT SSH,

Hadoop ] Master Fl Slave 28 p5 2Z [B] (14315, LA K Spark [if) Master £l Worker 28 5 22 ] 138
15, #ieimd SSHORFEMN o FATA Ay BB A1 Z 18] 43 UG A5 #R 4 A — UCEE i, Fiv LA ST
T SSH St g5k

(1) 7E55—1 Ubuntu 42, T DATEAT S 2R “apt — get install ssh” 452
B SSH AYTELR 203% . L SE R , TEANRIA “/ete/init. d/ssh start” Ji3h [R5

root@sharkMaster:}# Jetc/init.d/ssh start
Rather than invoking init scripts through fetc/init.d, use the service(8)
utility, e.g. service ssh start

(2) SSHIEH 3G, PHRERFESE S, ALY TS imimA “ ssh
—keygen —trsa —p “” 7 fyd, XHFELE/root/. ssh HE T AT P304 id_rsa Fll id_
rsa. pub, H.A id_rsa SyFAEH, id_rsa. pub SHAEH, AT A4 id_rsa. pub JEJNF] authorized_
keys S, 5 authorized_keys FIT-AEHTA LV BT FH 1 £ 65 B 5 51 ssh 75 P13 T
HINEHNES . Al LLEIE “cat ~/. ssh/id_rsa. pub >> ~ /. ssh/authorized_keys” Ay2 5L .

(3) Mk SSH R S B o, TEAT AT A “ssh localhost” 4>, NI 4R IH
BE/RRGE ] L g8 ok SSH,

root@sharkMaster:~# ssh localhost
Welcome to Ubuntu 12.10 (GNU/Linux 3.5.8-17-generic 1686)

(4) B B PR, 256 =, =6 0la B L AT RN a4, e B/
root/. ssh H & TAE & B IFABH AT A B (GX BLIRATTR L 1 ~ 3 B LA 14 55 5] Master |
Slavel , Slave2), IH}7E Slavel 2% & F#44T “scp id_rsa. pub root @ Master;/root/. ssh/id _
rsa. pub. slavel 7 #54>, 7E Slave2 2 fi i 20 4T “scp id_rsa. pub root@ Master:/root/. ssh/id
_rsa. pub. slave2” 54, 04 H /Y id_rsa. pub £ 45 Master, 7 Master {25 A Slavel FiI
Slave2 FNEAREG il >k, Suh &P Slavel F1 Slave2 2 5 /A E S /& i Xk

root@SpérkMaster:;# cd /root/.ssh
root@sparkMaster:~/.ssh# 1s
authorized_keys 1id_rsa id_rsa.pub 1id_rsa.pub.Slavel 1id_rsa.pub.Slave2z known_hosts

(5) 7E Master 2% i 48 Slavel F1 Slave2 %% i k& 3 3 B2 8H#EBIB N3 authorized _keys ({2
H, A &um A ;. “cat id_rsa. pub. Slavel >> authorized_keys” FlI “cat id_rsa. pub. Slave2 >>
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authorized_keys” ,
(6) #f Master 25 15 19/~ 4015 . authorized _keys U} il 1] Slavel I Slave2 4% p4i )/ root/
-ssh HF, Master 45 5 i) fir & Zm i A LA T 54 -

scp authorized_keys root@ Slavel :/root/. ssh/authorized_keys
scp authorized_keys root@ Slave2 ;/root/. ssh/authorized_keys

(7) BEH} Master 25 5538 1 SSH 1J517) Slavel Fl Slave2 25 AT EHEI T, [FFEHY,
Slavel m# Slave2 i i SSH 5[] HAt P45 s AT E & T

UL 23 Hadoop A & Hadoop £ izt S B )

1. Z % Hadoop

(1) T#% Hadoop (ZEH M HIMIRRAJE hadoop ~2.4. 1), I/ ER A C QIR HR T
root@sparkMaster:/# cd fusr/local/hadoop
root@sparkMaster: /usr/local/hadoop#t 1s -1r
total 8

drwxr-xr-x 12 root root 4096 Oct 7 2014 hadoop-2.4.1
drwxr-xr-x 12 67974 users 4096 Aug 11 2014 hadoop-2.2.0

(2) fE/hadoop — 2. 4. 1/etc/hadoop/hadoop — env. sh X/ il B JDK By 225 5 8, Bl E
AT .

# The java implementation to use.
export JAVA_HOME=/usr/lib/java/jdk1.7.0_67

(3) 7 T EFATITHLIG 35T ASZ RV ] Hadoop 19 bin H 5% F BYAHSG/T4, AL
& hadoop /Yy bin HRECEEF]  ~/. bashre™ SCFH, BUUFHISCHENE N -

export JAVA_HOME=/usr/lib/java/jdk1.7.0_67

export JRE_HOME=${JAVA_HOME}/jre /Hadoop 3R s 5

export HADOOP_HOME=/usr/local/hadoop/hadoop-2.4.1

export SCALA_HOME=/usr/lib/scala/scala-2.11.4

export SPARK_HOME=/usr/local/spark/spark-1.1.0-bin-hadoop2.4

export M2_HOME=/usr/local/spark/apache-maven-3.2.2/

export CLASS_PATH=.:${JAVA_HOME}/lib:${JRE_HOME}/lib

export PATH=/usr/local/git/libexec/git-core:fusr/local/ssl/bin:fusr/localfcu
rl/bin: /usr/local/git/bin: fusr/local/spark/git-1.8.2.3/spark/sbt:/usr/localf

idea/idea-IC-135.1230/bin:${M2_HOME}/bin:S{SPARK_HOME}/bin:S${SCALA_HOME}/bin
:S{JAVA_HOME]} /bin:S{HADOOP_HOME}/bin:SPATH

PRAFIFIR Y, 1] source ~/. bashre Ay 4> L& (5 B AL

2. BtE Hadoop &R

(1) 7£/etc/hostname SCAFHVE R EHLA , FEAE /ete/hosts S AL B 4145 Fi 1P Mk
BRI DGR o W LATE A 2 Aol ] ifconfig i A & YATHLAR Y IP Mkl . 763X B2 &334
2N T Mg Spark ZEHE, L = G L4 19 WL % K. SparkMaster, SparkWorkerl |
SparkWorker2 . WG 5E = G HLAE A 1/ ete/hostname XA J, ENLI A FIRA LR, &
RS RGE G LT o




SparkMaster £5 s HYEHL4

root@SparkMaster: /

@ 127.0.0.1 localhost

192.168.124.129 SparkMaster
192.168.124.130 SparkWorker1

6 192.168.124.132 SparkWorker2

hosts SC {4 TP FZ= L4430 B %

(2) & hadoop ) H 5% T A mkdir A74f]& namenode Fil datanode F 5% : tmp. hdfs, hdfs/

data, hdfs/name,
(3) & SparkMaster (1)L & SCF
1) 1BEK core —site. xml 3L, BHUGHINEN:

<!-- Put site-specific property overrides in this file. -->
<configuration>
<property>

<name>fs.defaultFS</name>
<value=hdfs://SparkMaster:9000</value>
</property>
<property>
<name>hadoop.tmp.dir</name>
<value=/usr/local/hadoop/hadoop-2.4.1/tmp</value>
</property>
</configuration>

2) &P mapred — site. xml X, BRGHINER:

<!-- Put site-specific property overrides in this file. --=
<configuration>
<property>

<name>mapred. job.tracker</name=
<value=SparkMaster:9001</value>
</property>
:;configuration>

3) &P hdfs —site. xml 3¢, 8 “dfs. replication” {EHE N 2,
Ao BRIEHNER:

<!-- Put site-specific property overrides in this file. -->

<configuration=
<property>
<name>dfs.replication</name>
<value>2</value>
</property>
<property>
<name>dfs.namenode.name.dir</name>

Ny

X

FERCH 2 A 10 )

<value=fusr/local/hadoop/hadoop-2.4.1/dfs/name</value>

</property>
<property>
<name>dfs.datanode.data.dir</name>

<value=fusr/local/hadoop/hadoop-2.4.1/dfs/data</value>

</property>
</configuration>
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4) B masters 1 slaves U PN ZS, 7E masters SCFH, % “localhost” PRH “Spark-
Master” , slaves U N ZAE S M

Terminal
[ root@SparkMaster: fusrflocal/hadoop/hadoop-2.4.1/etc/hadoop @
@ SparkWorker1
SparkWorker2

(4) Ft SparkMaster 45 55 | Hadoop [T A SCIFE AL pssh B 2 83 SN A2 i B2, 7E
Uik Af2: . /pssh —h host. txt —1 /ust/local/hadoop,

(5) #EA SparkWorkerl . SparkWorker2 #&# Hadoop Y SCHHNEA .

3. ik Hadoop 53 &L &F

(1) £ SparkMaster 25 s #% AL SEHE MY SO R S8, 7E 1w 2 & i fii A : hadoop namenode

— format
(2) J33h Hadoop £E8%, #f A Hadoop [ shin H5%, SRIGTE shell Ay 5L umbii A : . /start —
all. sh fi54>, A DA 3| SparkMaster, SparkWorkl 4 f SparkWorker2 %8B 2 E 3,

root@sparkMaster: /usr/local/hadoop/hadoop-2.4.1/sbin# ./start-all.sh

This script is Deprecated. Instead use start-dfs.sh and start-yarn.sh

Starting namenodes on [SparkMaster]

SparkMaster: starting namenode, logging to /fusr/local/hadoop/hadoop-2.4.1/logs/
hadoop-root-namenode-SparkMaster.out

sparkWorker1: starting datanode, logging to /usr/local/hadoop/hadoop-2.4.1/logs
/hadoop-root-datanode-Sparkilorkeri.out

SparkWorker2: starting datanode, logging to /fusr/local/hadoop/hadoop-2.4.1/logs
/hadoop-root-datanode-SparkWorker2.out

Starting secondary namenodes [0.0.0.0]

0.0.0.0: starting secondarynamenode, logging to fusr/local/hadoop/hadoop-2.4.1/
logs/hadoop-root-secondarynamenode-SparkMaster.out

starting yarn daemons

starting resourcemanager, logging to /usr/local/hadoop/hadoop-2.4.1/logs/yarn-r
oot-resourcemanager-SparkMaster.out

SsparkWorker2: starting nodemanager, logging to /fusr/local/hadoop/hadoop-2.4.1/1
ogs/yarn-root-nodemanager-SparkWorker2.out

sparkWorker1: starting nodemanager, logging to /fusr/local/hadoop/hadoop-2.4.1/1
ogs/yarn-root-nodemanager-SparkWorkeri1.out

(3) it JPS fp B E — N AL R

root@sparkMaster: /usr/local/hadoop/hadoop-2.4.1/sbin#
root@sparkMaster: /usr/local/hadoop/hadoop-2.4.1/sbin# jps
4856 ResourceManager

4433 NameNode

5769 Jps

4716 SecondaryNameNode

root@sparkWorkeri:~# jps root@sparkWorker2:~# jps
2444 DataNode 2193 DataNode

1557 NodeManager 2350 NodeManager

2803 Ips 2720 Jps

1E SparkMaster 25 & B 1 % 1D Jfy 4433 {1y NameNode, SparkWorkerl 4% 5 B 1 2
ID >}y 2444 ) DataNode, DA K SparkWorker2 25 o ¥ T ##2 ID 24 2193 19 DataNode, i}
Wadoop 4347 AR FEFS 1 58 Ao
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) 0) Spark RIEFNEBEIPE

2.2.1 3£ Scala )

(1) Spark B W BLER) Scala UASA ME, BT LAZARTE B C AYSEPR1E DURZESE Scala fY
fiAs, ZEHXHE T EAE scala —2. 11. 4, Scala Z23EGIE JT Nk 2. http://www. scala
- lang. org/download/
(2) F#K Scala “ZA ) Z JE X HAEATIR I, JHEMR SIS B9 SCURAF R B 2B B H %
T
(3) Bk At AR &, FTHF “ ~/ bashre” SC{F, Fi'E Scala IR AR R, RAFIFIR Y,
IfHEH] “source ~/. bashre” iy 4 L B SCHFRIB A
export JAVA_HOME=/usr/lib/java/jdk1.7.6_67
export JRE_HOME=${JAVA_HOME}/jre
export HADOOP_HOME=/usr/local/hadoop/hadoop-2.4.1
export SCALA_HOME=/usr/lib/scala/scala-2.11.4 < Scala [¥R5i% &k
export SPARK_HOME=/usr/local/spark/spark-1.1.08-bin-hadoop2.4
export M2_HOME=/usr/local/spark/apache-maven-3.2.2/
export CLASS_PATH=.:${JAVA_HOME}/lib:${JRE_HOME}/lib
export PATH=/usr/local/git/libexec/git-core:fusr/local/ssl/bin:fusrflocal/cu
rl/bin:/usr/local/git/bin: fusr/local/spark/git-1.8.2.3/spark/sbt:/usr/local/

idea/idea-I1C-135.1230/bin:${M2_HOME}/bin:S{SPARK_HOME}/bin:S${SCALA_HOME}/bin
:${JAVA_HOME}/bin:${HADOOP_HOME}/bin:$PATH

(4) TEAAR LA “scala —version” F[LIAFE Scala HMUAE B o

root@sparkMaster: /# scala -version
Scala code runner version 2.11.4 -- Copyright 2002-2013, LAMP/EPFL

(5) fEfm2Zuim A “scala” JEHEHEA T Scala ()4 3¢ HI M
root@sparkMaster:/# scala
Welcome to Scala version 2.11.4 (Java HotSpot(TM) Client VM, Java 1.7.0_67).
Type in expressions to have them evaluated.
Type :help for more information.

scala> JJ

(6) T Spark T EIBATIE = AHLAS I, JIIM & RIFETT SE40%E Scala, 3% HLAT LA
“scp” A4 SparkMaster HL#% 1% Scala )45 H M ~ /. bashre” SCHFHERE i 2 53 48P
BRI HR T o ZRAFE, 0 —F Scala L4RCR

2235 Spark £ B 212 )

Spark Ty 21T = B Hldr b, XHLE 2R Spark 3| SparkMaster X 5 HL4% £, 7B G




F25= Spark I FNEEREER B

M 2RI IR —HFE, WATLAEH SSH A “scp” fir &4l SparkMaster Ml LX) 20345 (1) Spark H
KE WP TP B LA R FSR T o

(1) M Spark B/ T2k Spark 2230, & IR spark - 1. 1.0, FESES ML, IFAF
BE A S AR ERAEREH T

root@SparkMaster: /usr/local/spark# ls

total 21984
-FW-r--r--
drwxr-xr-x
drwxrwxr-x
drwxrwxr-x
drwxrwxr-x
-rW-r--r--
drwxr-xr-x
-rW-r--r--
drwxrwxr-x
-rW-r--r--
-rW-r--r--
drwxrwxrwx
-rW-r--r--
drwxr-xr-x

1
14
11
23
11

1
22

1
28

Ok W

root
501
rocky
rocky
rocky
root
root
root
root
root
root
rocky
root
root

root 571091
staff 4096
rocky 4096
rocky 4096
rocky 4096
root 3313857
root 4096
root 4975916
root 32768
root 4405594
root 2225788

rocky 4096
root 6940967
root 469§

Aug
Aug
Feb
Apr
Oct
Aug
Aug
Aug
Dec
May
Jan
Aug
Aug
Aug

16
16
6
&
7
16
16
16
4
10
3
16
16
16

>

2014 zlib-1.2.8.tar.gz
2014 zlib-1.2.8

01:21 spark-1.2.0-bin-hadoop2.4
22:46 spark-1.1.0-bin-hadoop2.4 —— jx HEF spark—-1.1.0

2014 spark-1.0.2-bin-hadoop2
2014 openssl-0.9.8c.tar.gz
2014 openssl-0.9.8c

2014 git-2.1.0.tar.gz

06:49 git-2.1.0

2013 git-1.8.2.3.tar.gz
2008 curl-7.17.1.tar.gz

2014 apache-maven-3.2.2-bin.tar.gz
2014 apache-maven-3.2.2

(2) BCEMEAS &, FIHF “ ~/. bashre” U, W “SPARK_HOME”, Jf4t Spark fy
bin HREME] PATH .

export JAVA_HOME=/usr/lib/java/jdk1.7.0_67

export JRE_HOME=S{JAVA_HOME}/jre

export HADOOP_HOME=/usr/local/hadoop/hadoop-2.4.1

export SCALA_HOME=/usr/lib/scala/scala-2.11.4 ,K/ Spark FyIREEAE &

export SPARK_HOME=/usr/local/spark/spark-1.1.0-bin-hadoop2.4

export M2_HOME=/usr/local/spark/apache-maven-3.2.2/

export CLASS_PATH=.:${JAVA_HOME}/lib:${JRE_HOME}/lib

export PATH=/usr/local/git/libexec/git-core:/usr/local/ssl/bin:/usr/local/cu
rl/bin: /usr/local/git/bin: /usr/local/spark/git-1.8.2.3/spark/sbt:/usr/local/
idea/idea-IC-135.1230/bin:${M2_HOME}/bin:${SPARK_HOME}/bin:${SCALA_HOME}/bin
:${JAVA_HOME}/bin:${HADOOP_HOME}/bin:$PATH

BRAFIFR L, IEET “source ~/. bashre” fir 4 (e B SIFAO I BUEAL
(3) KL Spark, T7EELE spark —env. sh U slaves SCHF, HASTFEAEYATHR TH
il spark — env. sh. template 3C{4-24 spark — env. sh S04, WIFFiR:

root@sparkMaster: /usr/local/spark/spark-1.1.0-bin-hadoop2.4/conf# 1s -1r

total 36

~TWXTWXT =X
- TWXT-XI-X
~TW-TW-T-~
~TW-TW-T~~
“TW-T--T-~
~TW-TW-T--
~TW-TW-T-~
~TW-TW-T~-

I
1
b
1
b
1
i

1

rocky rocky 2755

root

root 3259

rocky rocky 507
rocky rocky 99

root

root 3724

rocky rocky 5368
rocky rocky 620
rocky rocky 363
root@sparkMaster: fusr/local/spark/spark-1.1.0-bin-hadoop2.4/conf# JJ

H vim F]JF spark —env. sh 3CfF, BCEMNAEIT

Oct
Apr
Oct
Oct
Apr
Oct
Oct
Oct

export SPARK_WORKER_INSTANCES=1

R N -]

T

2014

20:45

2014 spark-defaults.conf.template
2014 slaves

19:00 @root@sparkWorker2

2014 metrics.properties.template
2014 log4j.properties.template
2014 fairscheduler.xml.template

JAVA_HOME=/usr/1ib/java/jdk1.7.0_67
SCALA_HOME=/usr/lib/scala/scala-2.11.4

© HADOOP_HOME=/usr/local /hadoop/hadoop-2.4.1

HADOOP _CONF_DIR=/usr/local/hadoop/hadoop-2.4.1/etc/hadoop
t SPARK_MASTER_IP=SparkMaster
t SPARK_WORKER_MEMORY=2g

rt SPARK_WORKER_CORES=2




Spark BOEBAN SR ELH

ARG, e R E S B AR BLEAR B TR E L5 h -

1) JAVA_HOME $§ ()52 Java (92245 H 5%

2) SCALA_HOME J§[#) /2 Scala 4255 H 5% ;

3) HADOOP_HOME 45 )J& Hadoop 2% Hg (E(# i HDFS (¥ #f1e, [Fh Spark
T 2 HDFS th 45 i fE— i TAE) 5

4) HADOOP_CONF_DIR #5112 Hadoop £EHF AL & TR H 5%

5) SPARK_MASTER_IP $§ 1 J& Spark £ £ Master 45 55 %) IP Hiuht

6) SPARK_WORKER_MEMORY #8§ it 2 &> Worker 45 55 B8 5 KA L 45 Exectors F PN
FER/N;

7) SPARK_WORKER_CORES &1 2451~ Worker 45 /5 07 54 19 CPU % H .

8) SPARK_WORKER_INSTANCE #1245 & HL%% I FF I i Worker 25 S 0%0H o

FETORIECE slaves SCHF, 418 Worker 45 0 i) FHLAERGSINE L, BBUSHINEE N

Terminal

-— (&) root@SparkMaster: fusr/local/spark/spark-1.1.0-bin-hadoop2.4/conF
# A Spark Worker will be started on each of the machines listed below.
SparkWorkeri1

f SparkWorker2

ATDLVERIFATHBCE TP S HLEE R TAESS S

(4) SparkWorkerl FlI SparkWorker2 % i 5 SparkMaster 2% &5 A [6] 2235 Be &, 7 LAl A
SSH i {5 B4 52 1 Spark 423 H 54 F “ ~/. bashre” SCHERN B AN G HLASHFEH T,
X RN

(5) JashIFmAERE BRI

1) YHTFAT 28 Hadoop ¥ HDF SCFRSE, FrLAR LA JE 3l Hadoop (1) HDFS S 5
4., #EA Hadoop 1Y shin HE T, SRJGTE shell Ay Lk A . /start — dfs. sh 5%, A AF
Fl| SparkMaster J& 3fj T namenodes, SparkWorkerl FlI SparkWorker2 #[ 5 3/ T datanode, IR
HDFS X R E &5 30,

root@sparkMaster: /usr/local/hadoop/hadoop-2.4.1/sbin#t ./start-dfs.sh

Starting namenodes on [SparkMaster]

SparkMaster: starting namenode, logging to /usr/local/hadoop/hadoop-2.4.1/logs
/hadoop-root-namenode-SparkMaster.out

SparkWorkeri: starting datanode, logging to /usr/local/hadoop/hadoop-2.4.1/1log
s/hadoop-root-datanode-SparkWorker1.out

SparkWorker2: starting datanode, logging to /jusr/local/hadoop/hadoop-2.4.1/1log
s/hadoop-root-datanode-SparkWorker2.out

Starting secondary namenodes [0.0.08.0]

©.0.0.0: starting secondarynamenode, logging to fusr/local/hadoop/hadoop-2.4.1
/logs/hadoop-root-secondarynamenode-SparkMaster.out

2) H Spark [f) sbin H3% R “start — all. sh” 74> J5 5)) Spark £E1F, 3% BT 2R R0 /2
TEar LM E ), “. /start — all. sh” | [N 7E Hadoop AY shin H % F WA —4 “start —
all. sh” AJPATICAFS
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root@sparkMaster: fusr/local/spark/spark-1.1.0-bin-hadoop2.4/sbin# ./start-all.

sh

starting org.apache.spark.deploy.master.Master, logging to fusr/local/spark/sp
ark-1.1.8-bin-hadoop2.4/sbin/../logs/spark-root-org.apache.spark.deploy.master
.Master-1-SparkMaster.out

SparkWorkeri: starting org.apache.spark.deploy.worker.Worker, logging to fusr/ (::)
local/spark/spark-1.1.0-bin-hadoop2.4/sbin/../logs/spark-root-org.apache.spark
.deploy.worker.Worker-1-SparkWorkerl.out

SparkWorker2: starting org.apache.spark.deploy.worker.Worker, logging to /fusr/
local/spark/spark-1.1.0-bin-hadoop2.4/sbin/../logs/spark-root-org.apache.spark
.deploy.worker.Worker-1-SparkWorker2.out

3) BEH#F JPS ¥E SparkMaster 2% i . SparkWorkerl FiI SparkWorker2 %5 55 43 5l 7] LA & &
233 I8 1Y Master #1 Worker #EFE

root@sparkMaster: fusr/local/spark/spark-1.1.8-bin-hadoop2.4/sbin# jps
7756 Master

7877 Ips

6997 NameNode

7306 SecondaryNameNode

root@sparkWorker2: /# jps root@sparkWorkeri:~# jps
3488 DataNode 4130 Jps

4038 Worker 3597 DataNode

4125 Jps 4054 Worker

4) wJLIHEA Spark i) WebUI T, iJjla] “SparkMaster; 8080”7, 4N[& 2-18 fix (8080
A Spark f) WebUI Wil I, 7077 2 Spark LAY Master [ PYEE Wi 1) o

€ [® sparkmaster:8080

spoﬁ? Spark Master at spark://SparkMaster:7077

URL.: spark:/SparkMaster:7077

Workers: 2

Cores: 4 Total, 0 Used

Memory: 4.0 GB Total, 0.0 B Used

Applications: 0 Running, 0 Completed

Drivers: 0 Running. 0 Completed

Status: ALIVE

Workers
d Address
worker-20150410081142-SparkWorker1-55622 ‘SparkWorker1:55622
worker-20150410081142-SparkWorker2-49130 SparkWorker2:49130

Running Applications

1+ Name Caores Memory per Node ‘Submitted Time

Completed Applications

D Name Caores Memory per Node ‘Submitted Time

& 2-18 SparkMaster ] WebUI

M 2-18 AT LA A I IEAEIZ 1T Worker 45 5,

5) #EA Spark 1 bin H3g (YR HIATE L4 Spark 1Y bin H B ETE ~ /. bashre 3L
b, AT RUEHEAE H Al H 3T ] spark — shell f54>) , {1} “spark — shell” fiy4al LLEA
spark — shell #5515 .

root@sparkMaster:/# spark-shell

spark assembly has been built with Hive, including Datanucleus jars on classpath
15/04/18 22:26:43 INFO spark.SecurityManager: Changing view acls to: root,
15/04/18 22:26:43 INFO spark.SecurityManager: Changing modify acls to: root,




%ol IR 5 4T 5 I ALk

15/04/18 22:26:43 INFO spark.SecurityManager: SecurityManager: authentication disabl
ed; ul acls disabled; users with view permissions: Set(root, ); users with modify pe
rmissions: Set(root, )

15/04/18 22:26:43 INFO spark.HttpServer: Starting HTTP Server

15/04/18 22:26:44 INFO server.Server: jetty-8.y.z-SNAPSHOT

15/04/18 22:26:44 INFO server.AbstractConnector: Started SocketConnector@0.0.0.0:607
56

15/084/18 22:26:44 INFO util.Utils: Successfully started service 'HTTP class server'
on port 60756.

Welcome to

ol oo .

N N N =T e

B e IN i BTN version 1.1.0
=i

Using Scala version 2.10.4 (Java HotSpot(TM) Client VM, Java 1.7.0_67)
Type in expressions to have them evaluated.

FAT ] A7E WebUI T #i A “http: //SparkMaster: 4040” M Web [ T fi# Spark
—Shell (& 2-19 Fr7R) o
( | @ sparkmaster:4040/stages/

”ﬁ Stages Storage Environment Executors

Spark Stages
Total Duration: 1.7 min
Scheduling Mode: FIFO
Active Stages: 0
Completed Stages: 0
Falled Stages: 0

Active Stages (0)

Slage d Description Submitted Duration Tasks: Succeeded/Tolal

Completed Stages (0)

Slage d Description Submitted Duration Tasks: Succeeded/Tolal

Failed Stages (0)

Slage d Description ‘Submitted Duration Tasks: Succeeded/Total

219  Spark — Shell 1§ WebUT 5 i
X, Spark FEFFERE L, T EHFATEBEIIE,

JFel iz Spark £ &%

2.3.1 18 1T Spark 124t #Y 7= 5 LocalPi il Spark £ & )

PR R Spark H) run — example 347 Spark S ELIZ 77 LocalPi, F£CHTED Pi 9
—AKAEE] Shell #5445 .

(1) J33) Spark £EB£ 40 Spark Shell ,

(2) #EA Spark ) bin H3EF, F run — example #5412 47 Spark HH B/~ LocalPi, %
AN IR AT




G

Spark & FIEBFE &

package org. apache. spark. examples
import scala. math. random

import org. apache. spark. _

import org. apache. spark. SparkContext. _
objectLocalPi |

def main(args: Array[ String] ) |
var count =0
for (i< — 1 to 100000) {
val x =random #* 2 -1
val y =random #* 2 -1
f(x*x+y*y<l) count+= 1
f
println( " Pi is roughly " +4 # count / 100000. 0)
f
%

fE SparkMaster £ 55 1) Spark [ bin F 5% NI ALLT 4% -

root@sparkMaster: /usr/local/spark/spark-1.1.08-bin-hadoop2.4/bin# ./run-exa
mple org.apache.spark.examples.LocalPi spark://SparkMaster:7077

Spark assembly has been built with Hive, including Datanucleus jars on cla
sspath

Pi is roughly 3.13928

MistT45 KA FILE Shell #EHI GFTEIH T “Pi is roughly 3. 129287,

1@ 3T Spark Shell jl]ix, Spark £ &f )

Vi Spark Shell e, xEI\ HDFS 3P RANIEHEA R README. md SCPEET 7
GIRHRAE, BRI “Spark” EXABGETESCA P — LB T 200 TRANEAEARBRANT
(1) J& 3l Spark FEHEFI Spark Shell ,
(2) 7£ SparkMaster T H 8 — S L, U Spark Z22E HE N Y “README. md” 3¢
FH5Z 13 HDFS REEHY data SCAFH ST .

root@sparkMaster: fusr/local/spark/spark-1.1.8-bin-hadoop2.4# hadoop fs -copyFromLocal README.
md /data/

B AR — T Web il &5, ATRURBISCFE 28 B B2 T (I 2-20 Fiox)

Jdata
Permission Owner Group Size Replication Block Size Name
WP root supergroup 4.7 KB 2 128 MB README.md

K 2-20 HDFS {47 README. md 3C{4:

(3) 1Ej3 3 Spark Shell ZJ5, 2FHF|—4 sc, XA sc FHYE SparkContext, B IEALFUHS
PRACFIERFHEAAEIE . Spark Shell J7 SR 2 A SIEFA LK sco




(4)

%ol IR 5 4T 5 I ALk

15/04/18 22:27:00 INFO ui.SparkUI: Started SparkUI at http://SparkMaster:4040
15/04/18 22:27:01 WARN util.NativeCodelLoader: Unable to load native-hadoop library f
or your platform... using builtin-java classes where applicable

15/04/18 22:27:01 INFO executor.Executor: Using REPL class URI: http://192.168.124.1
29:60756

15/04/18 22:27:02 INFO util.AkkaUtils: Connecting to HeartbeatReceiver: akka.tcp://s
parkDriver@sparkMaster:37213/user /HeartbeatReceiver

15/04/18 22:27:02 INFO repl.SparkILoop: Created spark context..

Spark context available as sc.

fE Spark Shell N5 S, 217K EAZE] HDFS f{) “README. md” 3CfF.

scala> val rdd = sc.textFile("hdfs://SparkMaster:9000/data/README.md")

15/04/10 08:36:01 WARN util.SizeEstimator: Failed to check whether UseCompressedOops is set; assuming yes

15/04/10 08:36:01 INFO storage.MemoryStore: ensurefFreeSpace(156973) called with curMem=8, maxMem=280248975

15/04/18 08:36:81 INFO storage.MemoryStore: Block broadcast_0 stored as values in memory (estimated size 153.3 KB, fr
ee 267.1 MB)

rdd: org.apache.spark.rdd.RDD[String] = hdfs://SparkMaster:9000/data/README.md MappedRDD[1] at textFile at <console>:
12

scala> val count = rdd.filter(line =>line.contains("Spark")).count

15/04/10 08:37:44 INFO mapred.FileInputFormat: Total input paths to process : 1

15/04/10 08:37:44 INFO spark.SparkContext: Starting job: count at <console>:14

15/04/10 08:37:44 INFO scheduler.DAGScheduler: Got job 8 (count at <console>:14) with 1 output partitions (allowLocal

=false)

15/04/10 08:37:44 INFO scheduler.DAGScheduler: Final stage: Stage @(count at <console>:14)

15/04/10 ©8:37:44 INFO scheduler.DAGScheduler: Parents of final stage: List()

15/04/10 08:37:44 INFO scheduler.DAGScheduler: Missing parents: List()

15/04/10 08:37:44 INFO scheduler.DAGScheduler: Submitting Stage ©@ (FilteredRDD[2] at filter at <console>:14), which h
as no missing parents

15/04/10 08:37:44 INFO storage.MemoryStore: ensurefFreeSpace(2616) called with curMem=156973, maxMem=280248975
15/04/18 08:37:44 INFO storage.MemoryStore: Block broadcast_1 stored as values in memory (estimated size 2.6 KB, free
267.1 MB)

15/04/10 08:37:44 INFO scheduler.DAGScheduler: Submitting 1 missing tasks from Stage © (FilteredRDD[2] at filter at <
console>:14)

15/04/18 08:37:44 INFO scheduler.TaskSchedulerImpl: Adding task set 0.8 with 1 tasks

15/04/10 08:37:44 INFO scheduler.TaskSetManager: Starting task 8.0 in stage 0.8 (TID ©, localhost, ANY, 1194 bytes)
15/04/10 08:37:44 INFO executor.Executor: Running task 8.0 in stage 0.8 (TID 8)

15/04/10 ©8:37:44 INFO rdd.HadoopRDD: Input split: hdfs://SparkMaster:9000/data/README.md:@8+4811

15/04/18 08:37:44 INFO Configuration.deprecation: mapred.tip.id is deprecated. Instead, use mapreduce.task.id
15/04/18 08:37:44 INFO Configuration.deprecation: mapred.task.id is deprecated. Instead, use mapreduce.task.attempt.i
d

15/04/10 08:37:44 INFO Configuration.deprecation: mapred.task.is.map is deprecated. Instead, use mapreduce.task.ismap
15/04/18 08:37:44 INFO Configuration.deprecation: mapred.task.partition is deprecated. Instead, use mapreduce.task.pa
rtition

15/04/10 08:37:44 INFO Configuration.deprecation: mapred.job.id is deprecated. Instead, use mapreduce.job.id

15/04/10 08:37:45 INFO executor.Executor: Finished task ©.@ in stage 0.8 (TID ®). 1731 bytes result sent to driver
15/04/10 ©8:37:45 INFO scheduler.DAGScheduler: Stage @ (count at <console>:14) finished in 0.626 s

15/04/10 08:37:45 INFO spark.SparkContext: Job finished: count at <console>:14, took 0.911280795 s

count: Long = 21

MApAT 4R, ATRIES] “ Spark” XA —3EHBL T 21
B &7 Spark Shell i) Web £ & (W& 2-21 fi7R) , ol I BIHATHESL T — LS5

{[=

-4040/stages/ ~ ] [E~eing

spﬂ Slages  Storage  Envionment  Executors

Spark Stages

Total Duration: 17 min
Scheduling Mode: FIFO

Active Stages:0
Completed Stages: 1
Falled Stages: 0

Active Stages (0)

Stage d

Description Submitted Duration Tasks: Succeeded/Total Input Shuffie Read

Completed Stages (1)

Stage it Description Submitted Duration Tasks: Succeeded/Total
o count at <console>14 +details 2015/04/10 08:37:44 08s i
Failed Stages (0)

Stage i Description Submitied Duration Tasks: Succeeded Total Input Shuffle Read Shutfle Write

Kl 2-21 fEg5istrkil

Bl A 58 AT AL 55 By Description #E101, Al LIF 2B AT RIS 00 (AN &l 2-22

PR ) o
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#¥2= EEEEEE

M Stages = Storage  Environment  Execulors

Details for Stage 0

Total task time across all tasks: 04 s
Input: 47 KB

Summary Metrics for 1 Completed Tasks

Metric Min
Result serialization time 2ms
Duration 04s
Time spent fetching task results 0ms
Scheduler delay 02s
Input 47KB
Aggregated Mefrics by Executor
Executor ID Address
localhost CANNOT FIND ADDRESS
Tasks
Index D Attempt Status
o o o SUCCESS

25th percentile Median
2ms 2ms
04s | 04s
oms | oms
02s 02s
47 KB 47 KB
Task Time Tofal Tasks Falled Tasks Succeeded Tasks Input
06s 1 0 1 4.7 KB
Locality Level Executor Launch Time Duration
[ ANY [ localhost 2015/04/10 08:37:44 | D4s

Bl 2-22 LS5 AT RYTEAR TR B

1. SSH %% ity S5 e i ¥ 7
2. Spark SEREATIE )7 ANfalid i Spark Shell #2521 55 43 4 F? AT £E WebUI rh A5 7%
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Spark Shell T~fj Spark API %4572 5C %

£ F IntelliJ IDEA {& H Spark API &N BiEF
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<0 RDD T4

- RDD £ Spark 0 % )

A REESE (RDD, Resilient Distributed Datasets) , 42 Spark fJAZ.0dli%, EX)
ﬁﬂlﬁf WAERIIR BT, BEFRRCH X RiEny ., JH T —4 35 ey 2O #fEix
SERHRAR G o IK BERE AL 1 AR 4y AT U\%ﬁﬁ WAET, TEZUGTEMELME, 457
KGR 10 #E, 7EXLeHRfErp, 1540 map ., flatMap , filter R ER IF L2 5 T
Scala ARG #:AE . BRILZAL, RDD AHRML TN join, groupBy ., reduceByKey 45 Ay J5 fifi (1)
B, ISR B 5.

RDD H45& MapReduce S5EE AR 2860 R0, ARV P 7E RBUAERE ESAT R T N
FERTTE . B R RGO AP AR BRI AN = al . — s RaEE, X AEE N A1
Plasas S GUAR W, R EAEIRZIE TR XWMEL T, R IRFTE NI e
WRHBE FERE . o T ARSI A, RDD $2 4t 7 B2 (R AL 2 877, B RDD H
REJE TTEARUE W BRAEAE Hh A Bt AR ALAL E 4 1) RDD | BTt S #RAE (40 map . join Fl
group by) KA, (HJZX bR LA I HARIK. 5oL N R 2 AT
B B AR R R A SR R ALEIAS[R], RDD i Lineage HLHRH H# Z R M40 1X . —4> RDD
r AL T Gl WHA RDD 542 (3155) 7R RDD Frab @5 B9AHOC(E B (B Lineage) , #iit T
DA A7 At 0 BSCHR THSE HRAR VL RDD 431X, DTS 7 A A i B gl vT DA E A 25 2% 1 4k
faorIX . R RDD AE— s e =N Ae 4, A EA T REFHGRRE ST . AT 41k
FORIEENE, BERE) 12 TR AT .

WERVE, BRI LR R WA, 45 EQITE (Tterative Algorithms ) | 28
HXA 1 (Relational Queries) . LALFH ( MapReduce ) ., SEHfFiAb P ( Stream Processing ) .
%l Hadoop MapReduce 3% il T MapReduces # 7%, Storm W% ] T Stream Processing ##%1
RDD R & 1 X PUFECRL, fdi45 Spark A L)) Fﬁ?ﬁgﬁﬁﬁﬁﬁ\ﬂ%ﬁ , BI3-1 R T
Spark JEF- RDD [y

Spark SQL Spark Streaming . . ‘
(SchemaRDD) (DStream) Spark GraphX MLIib
Spark RDD

[ 3-1 Spark 3T RDD N Xf 2 Fh K& 4b P 375

<L) RDD B4F4E )

fAEb S, B> RDD AL 3 41 R Rr A -
(1) —%1 RDD 43X (partition, BIECHRAE M FLLSR4Y)
(2) FHEEA AR (RIESC RDD (14 H I RDD)
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(3) X4 RDD [—ZUK 1, X EAR AR T RDD [ Lineage, & #ii ELA 4> k%5 1K i
FgEAs, (HIFA R 1 RDD #5440

(4) key —value BU[) RDD SRR A A 0Kk 40 X, X2 — AN AT e (AT e 0 5f 2 ]
DA E W AT LAARTE &, ANHE B BRI ), AT RAH RDD i HRF2ok$E 2 B i X
%ﬂo

(5) W—M R it & (preferred location) , X & — AW, W] LLE RDD
B BAR T2k 45 B ORI SEH A E

#23-1 245 T84 RDD [AZ.0 R 42 1 .

% 3-1 RDD Mz OMEMEDO
Spark 1 RDD P #6432 11

#ME 7 X
getPartitions( ) IR [l —2H Partition %%, Bi—~> Partition 2571 A%k 40
getPreferredLocations (p) MR A AL, IR WIS IX p FEMIREEEE i35 ) 5 R
getDependencies () iR PR R B — A
compute( split, context) % RDD FJ 44> Partition #F1 71143
partitioner( ) i& 5] RDD JE 45 hash/range 73 X () TCEUE 5 B,

RDD VN Bdagity, A B FR&— D HEp s Kid g %E4. — 0 RDD ol L4 & 24
X, B XFE— dataset FBt, RDD n] LA E ARG . 415 RDD B84 X i 22 HAE B
—~ Child RDD f)—r X AHFH, WIFRZ A narrow dependency; #5224~ Child RDD 43 [X &R A]
LIRS, WIFRZ A wide dependency o AN[A] A EARSE HARE, FTRE S AE AR MR, 1914
map FE{EZ 2 A narrow dependency, [ join #E4E N 24 wide (shuffle) dependency (Un&] 3-2
Fi7Rs) o

Narrow Dependencies Wide Dependencies
— —
) ) B
Or—O| &
O—0 &3
map,filter D‘ groupByKey
@ CH
O CH
—— D
() \—
D join with inputs
D— co-partitioned
— join with inputs not
— co-partitioned

K 3-2 RDD {f&ifif&l

RDD {32 1 53 3

Spark f{] Scala 755 5¢EL T RDD ) APL, Scala J2—Fh2ET JVM BUFHASRE, s%GN, W
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XSGR o Spark PEFF Scala ZN MBI (FRililE &2 LMD AR (FIRIE
KAL) o DRSS H R RDD #2415

321 VT ) S

1E Spark F2J7iafrHr, RDD ABHERERT DL Jf4T Scala A5 0>k (UWNiE i parallelize
ik Scala 85 KHE ), AT LA EB SCAFAEAf R SR HL (Al 3 textFile J5 2 132 HL
HDFS | %% .

1. Scala E£&5%HEN

SparkContext $2/iL T parallelize ( ) #1 makeRDD () B§~J53: M Scala £24 H 4 5 RDD, A[q]
f)— s & makeRDD J5 Peib HAIL T — N AT LUFE € B — 4~ 43 [X. preferredLocations 80 S

def parallelize [ T] ( seq: Seq[ T], numSlices: Int = defaultParallelism ) ( implicit arg0: ClassTag
[T]):RDD[T]

Distribute a local Scala collection to form an RDD.
def makeRDD[ T] ( seq: Seq[ T], numSlices: Int = defaultParallelism ) ( implicit arg0: ClassTag
[T]):RDD[T]

Distribute a local Scala collection to form an RDD.

T2 AE Spark 28 B3, T2 Spark Shell | (3 R~ 0H «
i1 SparkContext 1] parallelize J73%, 4 Scala G55, T ParallelCollectionRDD,,

scala> sc.parallelize(1l to 8)
res®: org.apache.spark.rdd.RDD[Int] = ParallelCollectionRDD[@] at parallelize at <console>:13

scala> ||

Xt F parallelize 75, 8 0] AT E S50 numSlices, %S5 m i BIREHRIT A, 4
Iy R 81—~ Task JEA7ALBE, R ECHS parallelize 774k i 2 FREIVI A A 2.

scala> sc.parallelize(1 to 6,2)
res3: org.apache.spark.rdd.RDD[Int] = ParallelCollectionRDD[3] at parallelize at <console>:13

j# 17 makeRDD J5 ¥4 i, T —|> ParalleCollectionRDD, 7£3X“)> RDD ¥ preferredLocations
J7 ¥ AT LU 5 48 1 A 03 AR B A7 TR

scala> val col = Seq((1 to 5,Seq("host1","host2")),(6 to 18,Seq("host3")))

col: Seq[(scala.collection.immutable.Range.Inclusive, Seq[String])] = List((Range(1, 2, 3, 4, 5),List(host1, host2)
), (Range(6, 7, 8, 9, 18),List(host3)))

scala> val rdd2 = sc.makeRDD(col)

rdd2: org.apache.spark.rdd.RDD[scala.collection.immutable.Range.Inclusive] = ParallelCollectionRDD[2] at makeRDD at
<console>:14

scala> rdd2.preferredLocations(rdd2.partitions(@8))
res2: Seq[String] = List(hostl, host2)

FELL By, A48 T Range(1,2,3,4,5) MY AUAF AL E 42 List (hostl ,host2) ,
i makeRDD J5 A i1y vdd2, ‘B /Y partitions (0) ¥5 i3t /& Range(1,2,3,4,5), 24 ] rdd2
iY) preferredLocations 77101459 H4 Range(1,2,3,4,5) BSPLFAAE L & & List(hostl ,host2) .
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2. SMBNXHTFE RSN

Spark A FR S8 Hadoop J258 2ARAN, P LA SCHF S Hadoop AHOCHY SCIF KRB
Blla BB, Ji5h, Spark 2 T REGE AT Hadoop FrIHMIAIRRAS, WHRHE T PIEH ASRIEHE
F, X e O R 245 LUR U248

a. F AN (InputFormat) . 45 & Bdlfim ARIZEAY, 4N TextlnputFormat 5%

b, BERAL. F5E K, VIEEX ) K28,

c. fH2EAY. F8E[ K, VIHHEX PRV B92EH,

do ZrIXfE: $87E HAMBAEAE A U RDD #Y partition it B/ IMEL, AR BAHEE, &
452 R IAE defaultMinSplits,,

(1) i textFile J5 {2 AT LLKe Ay SCPF B HDFS SO 457 RDD, - 30 SR 28 352 AR 3 SC
1, SRR O, BUE 2R L S0 B SRR SO H S, A text-
File( “/my/directory” ) , ‘Bt 325 K45 30432 8L,  FLUD textFile (“/my/directory/ = . gz” ) o A
SREREE SO ERE, AN textFile (“/my/directory/ ® . txt” ) o X} F textFile ik E, KA path
XANEE ST BRI ZHL, minPartittion ZHERGENTRIEE 1 EINME

def textFile( path:String, minPartitions : Int = defaultMinPartitions ) : RDD[ String ]
Read a text file from HDFS, a local file system (available on all nodes) , or anyHadoop — supported
file system URI,and return it as an RDD of Strings.

(2) hadoopFile J5 i if LI Hadoop AHIGH S R GEEEUCIF

def hadoopFile[ K, V,F < :InputFormat[ K, V] ] ( path: String) ( implicit km: ClassTag[ K], vm:
ClassTag[ V] ,fm:ClassTag[F]) :RDD[ (K,V) ]
Smarter version ofhadoopFile( ) that uses class tags to figure out the classes of keys,values and the

InputFormat so that users dont need to pass them directly

(3) newAPIHadoopkile Jy i 1% Hadoop FHT APL 24 AY LI A LR 19 )5 5 o

def newAPIHadoopFile[ K,V ,F < :InputFormat[ K, V] ] ( path; String, fClass: Class[ F ] ,kClass:
Class[ K] ,vClass:Class[ V], conf: Configuration = hadoopConfiguration) :RDD[ (K,V) ]
Get an RDD for a givenHadoop file with an arbitrary new API InputFormat and extra configuration

options to pass to the input format.

(4) M THRZ/DN AT EAE BRI, Spark W42 L T wholeTextFiles J5 343K 32
Ffo AR I A SR AN o SR SCI%, ER U .

def wholeTextFiles ( path: String, minPartitions: Int = defaultMinPartitions ) : RDD [ ( String,
String) ]

Read a directory of text files from HDFS,a local file system (‘available on all nodes) ,or anyHa-
doop — supported file system URL

NI HER Spark ] textFile 7735 M HDFS SUPF AR 40 L e OB, SRS BT count J7 ik
Gt — M IxSCHFATEL
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scala> val line = sc.textFile("/data/README.md")

15/04/09 20:50:54 INFO storage.MemoryStore: ensureFreeSpace(156973) called with curMem=156973, maxMem=280248975
15/04/09 20:50:54 INFO storage.MemoryStore: Block broadcast_1 stored as values in memory (estimated size 153.3 KB,
free 267.0 MB)

line: org.apache.spark.rdd.RDD[String] = /data/README.md MappedRDD[3] at textFile at <console>:12

scala> line.count

15/04/09 20:51:02 INFO mapred.FileInputFormat: Total input paths to process : 1

15/04/09 20:51:02 INFO spark.SparkContext: Starting job: count at <console>:15

15/04/09 20:51:02 INFO scheduler.DAGScheduler: Got job ® (count at <console>:15) with 1 output partitions (allowLoc
al=false)

15/04/09 20:51:02 INFO scheduler.DAGScheduler: Final stage: Stage @(count at <console>:15)

15/04/09 20:51:02 INFO scheduler.DAGScheduler: Parents of final stage: List()

15/04/09 20:51:02 INFO scheduler.DAGScheduler: Missing parents: List()

15/04/09 20:51:02 INFO scheduler.DAGScheduler: Submitting Stage ® (/data/README.md MappedRDD[3] at textFile at <con
sole>:12), which has no missing parents

15/64/09 20:51:02 INFO storage.MemoryStore: ensureFreeSpace(2392) called with curMem=313946, maxMem=280248975
15/04/09 20:51:02 INFO storage.MemoryStore: Block broadcast_2 stored as values in memory (estimated size 2.3 KB, fr
ee 267.0 MB)

15/04/09 20:51:02 INFO scheduler.DAGScheduler: Submitting 1 missing tasks from Stage @ (/data/README.md MappedRDD[3
] at textFile at <console>:12)

15/04/09 20:51:02 INFO scheduler.TaskSchedulerImpl: Adding task set 0.0 with 1 tasks

15/04/069 20:51:082 INFO scheduler.TaskSetManager: Starting task 8.8 in stage 8.8 (TID @, localhost, ANY, 1194 bytes)
15/04/09 20:51:02 INFO executor.Executor: Running task 0.0 in stage 0.0 (TID 8)

15/04/09 20:51:02 INFO rdd.HadoopRDD: Input split: hdfs://SparkMaster:90808/data/README.md:0+4811

15/04/09 20:51:02 INFO Configuration.deprecation: mapred.tip.id is deprecated. Instead, use mapreduce.task.id
15/04/09 20:51:02 INFO Configuration.deprecation: mapred.task.id is deprecated. Instead, use mapreduce.task.attempt

.id

15/04/09 20:51:02 INFO Configuration.deprecation: mapred.task.is.map is deprecated. Instead, use mapreduce.task.ism
ap

15/04/09 20:51:02 INFO Configuration.deprecation: mapred.task.partition is deprecated. Instead, use mapreduce.task.
partition

15/04/09 20:51:02 INFO Configuration.deprecation: mapred.job.id is deprecated. Instead, use mapreduce.job.id
15/04/09 20:51:03 INFO executor.Executor: Finished task 0.0 in stage 0.0 (TID @). 1731 bytes result sent to driver
15/04/09 20:51:03 INFO scheduler.DAGScheduler: Stage @ (count at <console>:15) finished in 8.671 s

15/04/09 20:51:03 INFO scheduler.TaskSetManager: Finished task 8.0 in stage 6.0 (TID @) in 649 ms on localhost (1/1
)

15/04/09 20:51:03 INFO scheduler.TaskSchedulerImpl: Removed TaskSet 0.0, whose tasks have all completed, from pool
15/64/09 20:51:03 INFO spark.SparkContext: Job finished: count at <console>:15, took 8.939313641 s

resd: Long = 141

ATLAFES], FATRH sc (SparkContext B Y textFile J5 3% M HDFS SCAFRGEIME T—
/> README. md 3CfF, SKJ5#H] RDD (84 line) 1 count J5 kAt iz sCfF—3447 141 17,

302020 kRS

EEHARAEJ2 Spark RDD (YW RAZ D HREZ —, A T i, X —4
RDD 1731535, 2B 74—~ RDD, SRJ5iXA> RDD X AJ DLifEA7 o5 b — IR e dfe . XA
B, EUMETNERIE (action) WIS, A HIEflA Spark $254E A, FFIHIN
TP X TFRHEAE, TR AP —JRIEXT Value BUEHR 1T IO HAE, —J8EXT
Key — Value ZEAUHEFTHHRAE

1. Value BUEEFIRIRIE

(1) map Jy 4ok RDD s8R0 T (e, @it map AP B & SCeREL f — X —
MBS U KB ICE o 7 A1 RDD (52 BR2E A2 MappedRDD

def map[ U] (f: (T)=U) (implicit arg0 : ClassTag[ U] ) :RDD[ U]
Return a new RDD by applying a function to all elements of this RDD.

(2) mapPartitions 5 map FEHURIEIAML, HoA B s B A0S A2 %0k RDD Hr i 65—
ATCRAM T RDD B R — > XA IE AU, 76 eR B0 il X >0 XA IR Qe X B A0
XH TR AT . )5 A2 A MapPartitionRDD

def mapPartitions[ U] ( f: ( Iterator[ T]) = Iterator[ U], preservesPartitioning : Boolean = false )
(implicit arg0 : ClassTag[ U] ) :RDD[ U]

SHB
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Return a new RDD by applying a function to each partition of this RDD.

(3) mapPartitionsWithIndex FlI mapPartitions FEARZEML, HEMAZHEZ T — 10X H
TaskContext, —}> TaskContext X 4 & —> Stageld F1—> Partitionld

Develdef mapPartitionsWithContext[ U] ( f: ( TaskContext, Iterator [ T]) = Iterator[ U], pre-
servesPartitioning : Boolean = false) ( implicit arg0 ; ClassTag[ U] ) :RDD[ U]
Return a new RDD by applying a function to each partition of this RDD.

(4) zip kDI REEHs i1 RDD 20 im BB (E XS (Key — Value) JEFAY RDD, X H
FRIAPI~ RDD (14 partition i L K ou s Hom AR A ) o

def zip[ U] ( other:RDD[ U] ) (implicit arg0 : ClassTag[ U] ) :RDD[ (T,U) ]
Zips this RDD with another one ,returning key — value pairs with the first element in each RDD, sec-

ond element in each RDD, etc

(5) union J5 & 2H P RDD JE5 HH B #4759, RBP4 RDD f9f4E. ] u-
nion 77 2L AR BARIEM > RDD MRE B — 2, fRAFIFA TR, A RimHEZ N
JLRK .

def union( other:RDD[T] ) :RDD[ T]

Return the union of this RDD and another one.

(6) distinct J7ikJeHs RDD AT L HERAE, BRAEMATREARELZNITR R —10) .

def distinct( ) :RDD[ T]

Return a new RDD containing the distinct elements in this RDD.

(7) filter J7ik 2% RDD ARG T uEERAE, Xt RDD s igE R M £ s %, IR
[B{E A true (UOCRIRE , R EHECY false FOCER B UERL, foJa2El—1> FilteredRDD,,

def filter (f: ( T) =Boolean) :RDD[ T]

Return a new RDD containing only the elements that satisfy a predicate.

(8) toDebugString J5 % J& I K Hifi i& RDD FI'EAK#i AY 5C RDD Z 0] #Y 2k R Y, FKATTE
spark —shell 2R 2%, KAF—4> RDD {77 A7 W] 225 1R 46 2 P A AE Y trans-

formation $#4E .

def toDebugString : String

A description of this RDD and its recursive dependencies for debugging.

(9) = substact Jy HRAH Y T AT HG R Z484E, RDD1 X[k RDDL Hl RDD2 524 h
T A ITR .

5 —> subtract H1 )2 %] Partitioner 0 1] A% F Hash %3 Range 43 [X, % > substact
T3 ) numPartition 7R AT LATE & 70 AL, 55 = subtract J7 g Y2 RDD1 BRIAH) 73
XA

def subtract( other:RDD[ T],p:Partitioner) (implicit ord:Ordering[ T] =null) :RDD[ T]

Return an RDD with the elements from this that are not in other.
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def subtract( other : RDD[ T] ,numPartitions:Int) :RDD[ T ]

Return an RDD with the elements from this that are not in other.

def subtract( other:RDD[T] ) :RDD[ T] @

Return an RDD with the elements from this that are not in other.

(10) coalesce Fll repartition J5 15 &R 52X RDD 43 X B B #51 Xi /3 repartition H J& coalesce
J7 ik shuffle 24 true (] ) SZ380 . Shuffle 4y true 11 L8 FY) 2 10 75 22 51087 W) 49 B 43 X >
B ROk RDD 1 KA %

def coalesce ( numPartitions : Int, shuffle : Boolean = false) ( implicit ord:Ordering[ T] = null) ;: RDD
[T]

Return a new RDD that is reduced intonumPartitions partitions.

def repartition ( numPartitions: Int) (implicit ord:Ordering[ T] =null) :RDD[ T]

Return a new RDD that has exactlynumPartitions partitions.

(11) sample J5 26t RDD Fa5 YT R SEATRAE, R IEORTTR M —D 74, M
A LGE G S BOE R AT HRE . et BERLRR T, 2R g Sk F Al 7 =X
def sample ( withReplacement : Boolean, fraction : Double, seed : Long = Utils. random. nextLong) :
RDD[ T]
Return a sampled subset of this RDD.

(12) preferredLocations J5 5 A] LU A4 A RIS EL split k48 & RDD AUE G TRALE .

final def preferredLocations ( split; Partition) :Seq[ String ]
Get the preferred locations of a partition (as hostnames) ,taking into account whether the RDD isch-

eckpointed.

(13) X =~ intersection J5 I HRIE 1R MW~ RDD 12246, JfF A A 43 & 4[]
HMILE . B— 1 S5 numPartitions ] intersection J5 1 0] LIFE B X KN, B NS
Partitioner ] intersection J7 & 7] L1 13K F Hash 43 XA 52 Range 43 [X., % = intersection Jj
23 DX/ M FH IR FH B ) RDD 73 X RN

def intersection ( other ; RDD[ T] , numPartitions:Int) :RDD[ T ]

Return the intersection of this RDD and another one.

def intersection ( other: RDD [ T ], partitioner ; Partitioner ) ( implicit ord: Ordering[ T] = null) ;
RDD[T]

Return the intersection of this RDD and another one.

def intersection ( other; RDD[ T]) :RDD[ T]

Return the intersection of this RDD and another one.

(14) groupBy $5 /4 J& 45 o0 Kl 1k R 8% £ A8 BAH B 1 Key, B0 4% =X it % e oA X
(key —value) JEF, ZJ5¥s Key MHRIITTER /3 h—4.
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def groupBy[ K] (f: ( T) =K, numPartitions: Int) ( implicit kt: ClassTag[ K] ) : RDD[ ( K, Iterable
[T])]

Return an RDD of grouped elements.

(15) glom Jyik2Hs RDD Hrffg— 0 X 28800 T BT R e iU Array [ T], 5z
J5 & B RDD 287 )& GlommedRDD

def glom( ) :RDD[ Array[ T] ]

Return an RDD created by coalescing all elements within each partition into an array.

(16) flatMap J5 2024 5k RDD H (i A~ Jo 2l eR A £ 3% 4 o &=, IRk
B RDD (RN ES TR G I — 1R G
def flatMap[ U] (f: ( T) = TraversableOnce[ U] ) (implicit arg0:ClassTag[ U] ) :RDD[ U]

Return a new RDD by first applying a function to all elements of this RDD,and then flattening the re-

sults.
(17) randomSplit J5 % 2R 24 weights FCH¥E—4> RDD Y) 53 £ 4> RDD,

def randomSplit ( weights: Array [ Double ] , seed: Long = Utils. random. nextLong) : Array [ RDD

[T]]
Randomly splits this RDD with the provided weights.

2. Key - Value ! RDD #:#ig{E

(1) mapValue J5 Al flatMapValue J5 342 %F [ Key — Value | 88 g% TR i) V (84351
JE4T map #EEFN flatMap $4E .

def mapValues[ U] (f: (V)=U) :RDD[ (K,U) ]
Pass each value in the key — value pair RDD through a map function without changing the keys; this

also retains the original RDD’ s partitioning.

def flatMapValues[ U] (f: (V) =TraversableOnce[ U] ) :RDD[ (K,U) ]
Pass each value in the key — value pair RDD through aflatMap function without changing the keys;
this also retains the original RDD’ s partitioning
(2) partitionBy Jy k%) RDD AT 70 XA, WA AT RDD 473 X &7 MIELAE 73 X 4%
(partitioner) —H, WA F 7> X, WRA B, W28 7> XA A 8 — B Y Shuffle-
dRDD,

def partitionBy ( partitioner ; Partitioner) :RDD[ (K,V) ]
Return a copy of the RDD partitioned using the specified partitioner.

(3) combineByKey J5ik2¥ RDD[ K, V] #:# iR [A128% RDD[K,C], createCombiner i
TN value 5540 i, combine [y % A C, mergeCombiners 58 X UA[-& I C, mergeValue
TE SO V 52 A C 5 IF, partitioner #5573 [X, MapSideCombine 45 i€ J& 117 i %
£ Map %45 combine 447

def combineByKey[ C] ( createCombiner: ( V) = C, mergeValue: ( C, V) = C, mergeCombiners:
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(C,C)=C):RDD[ (K,C)]
Simplified version ofcombineByKey that hash — partitions the resulting RDD using the existing parti-

tioner/ parallelism level.

def combineByKey[ C] ( createCombiner: ( V) = C, mergeValue: ( C, V) = C, mergeCombiners : @
(C,C)=C,numPartitions:Int) :RDD[ (K,C) ]
Simplified version ofcombineByKey that hash — partitions the output RDD.

def combineByKey[ C] ( createCombiner: ( V) = C, mergeValue: ( C, V) = C, mergeCombiners:
(C, C) = C, partitioner : Partitioner, mapSideCombine: Boolean = true, serializer: Serializer =
null) :RDD[ (K,C) ]

Generic function to combine the elements for each key using a custom set of aggregation functions.

(4) reduceByKey JyiifE—~ (K, V) X R &£ EAAIE, &\ —A (K, V) XF 1 £ 48
£, key MRIAYME, #RBLA 48 E 1Y reduce BRECR G 3 —, 7 reduceByKey J5 ik N #f 2 4k
ZEYH ] combineByKey [ C] ( createCombiner:; ( V) = C, mergeValue; (C,V) = C, mergeCom-
biners: (C,C)=C, numPartitions: Int) : RDD[ (K, C) ] 7, numPartitions 2% £ %5 Jili, new

HashPartitioner ( numPartitions ) .

def reduceByKey ( func: (V,V)=V,numPartitions:Int) :RDD[ (K,V) ]

Merge the values for each key using an associative reduce function.

(5) foldByKey J5 k2Ll T reduceByKey 5k, HZETE reduce pRELER A (1B AT fig 2
b zeroValue F{H

def foldByKey ( zeroValue: V,numPartitions : Int) (func: (V,V)=V) :RDD[ (K,V) ]
Merge the values for each key using an associative function and a neutral " zero value" which may be

added to the result an arbitrary number of times,and must not change the result (e.

(6) groupByKey JrikAE—A~H (K, V) XA B 48 B, & E—4 (K,Seq[ V])
X G SE . TE groupByKey J5 ¥k N AR H] 1 comBineByKey J5 i ok 5¢ 48 VE fie ¢ 1 52
B, 7E groupByKey J7 1 N EK 1 52 #% createCombiner, mergeValue 1 mergeCombiners X =~
BECELER AL, SR FEHE X = RO B4 1 groupByKey 7 B HBY comBineByKey J7
o T2 createCombiner, mergeValue Fll mergeCombiners X =~ pR %5 ) EAAR S BY .

defcreateCombiner(v; V) = ArrayBuffer(v)
defmergeValue ( buf; ArrayBuffer[ V] ,v:V) =buf += v
defmergeCombiners ( bl ; ArrayBuffer[ v] ,b2 ; ArrayBuffer[ v] =bl ++= b2)

bufs = combineByKey [ Arraybuffer[ V] ] () . #2324 [a]—1> Key ) value fi] 53 ik 2] — 1>
ArrayBuffer B | £ J51% [8] bufs. asInstanceOf[ RDD[ (K. Seq[ V]) ] ]

def groupByKey ( numPartitions : Int) : RDD[ ( K, Iterable[ V] ) ]

Group the values for each key in the RDD into a single sequence.

(7) HHMA key — Value FRBIFYICR (K, V) F1 (K, W), cogroup J5 ¥ iR [1] # /2 (K, Seq
[V],Seq[ W]) iSEAHIEIUER, numPartitions S & AT 558K
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def cogroup[ W] (other:RDD[ (K, W) ], numPartitions: Int) : RDD[ ( K, ( Iterable[ V], Iterable
[W1))]

For each key k in this or other,return a resulting RDD that contains atuple with the list of values for

that key in this as well as other.

(8) join Jy ¥ % TG B H2 1) RDD 47 cogroup 44, SR 41> key T HYTTR I
TP -RRBURAE, IR MIAYSE R
def join[ W] (other:RDD[ (K,W) ] ,numPartitions:Int) :RDD[ (K, (V,W) )]

Return an RDD containing all pairs of elements with matching keys in this and other.

(9) leftOutJoin J5% 5 join Jyiki—#F, #BZEH%F RDD[K, V] K EAHSEMEARE, 77
AR TZEAMERE N TR, B cogroup pREICK LI,
def leftOuterJoin [ W] ( other: RDD [ ( K, W) ], numPartitions: Int) : RDD [ ( K, ( V, Option
[W]))]

Perform a left outer join of this and other.
(10) SortByKey Jik el Key H /NI HERE . BRIARTFFe 97 sCHEFE , 0 A8 1
FHEF, % & Boolean A false,

def sortByKey ( ascending : Boolean = true ,numPartitions ; Int = self. partitions. size) :RDD[ (K,V) ]

Sort the RDD by key,so that each partition contains a sorted range of the elements.

S fTEiRE )

Action #AEJZF transformation #EEAEAHXS B 73 #h—Fh RDD (A% 484F, 7E Spark (957
B, BRI Action #:4E, #2xfil i — WK Spark BYVEMLHRAETIE IR BN 9455 . A H
Hif Spark S APTORF , Action $#845ERT LAZM A AR M RRSE AL .

(1) Action #AEHbrim s H A5 1% [0 45 Spark BYZ I e e, LLANIR 9] RDD A g df 48
(RO B 23R [5] RDD H i — 354045 & 2 P 5080 o

(2) Action #AEHF RDD B 0R A7 B SN SO R G 808 dl e b, e fnfs RDD {77 )|
HDFS U #4847,

1. Scala &£&r= Action €

(1) count Jyi&iR[H RDD H1oCHR 148

def count( ) :Long

Return the number of elements in the RDD.
(2) collect J7E:AH 4T toArray, toArray & &t B AHEZA(H F, collect #4347 2. Y RDD
IR [ —A~EAALIY scala Array 24H .

def collect( ) : Array[ T]

Return an array that contains all of the elements in this RDD.

(3) reduce J7EA Y4 T Xt RDD #47 reduceleft J5 M #E/E, reduceleft 4 X P4~ 6 &
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Key — Valuei#F17 reduce $#5:4F, SRJGH 45 RAECAFIUL 1T — D IJT R H#HAT reduce #21E, H
PRI A TR, 19 3RIE 4

def reduce(f:(T,T)=T):T
Reduces the elements of this RDD using the specified commutative and associative binary operator. @

(4) take J7i5H5 RDD fER5E G, RIILSEH[0,num -1 ] FARIIICER

def take(num:Int) ; Array[ T]
Take the first num elements of the RDD.

(5) first Jyki&[a] RDD {55 —ICH .

def first( ) :T
Return the first element in this RDD.

(6) fold JyikfE aggregate WML 10, H, op BEAEREZ seqOp #E & combOp
T, HEARRBIERWE T, IS5 RDD i d— oo R iR AR —HERY
def fold ( zeroValue:T) (op: (T, T)=T):T
Aggregate the elements of each partition,and then the results for all the partitions , using a given asso-

ciative function and a neutral " zero value".

(7) foreach JIETEBIRAEM B —ICR b, BTkl B8 % T EH— R nas &
i, s EMINEAA R RGO

def foreach(f:(T)=Unit) : Unit
Applies a function f to all elements of this RDD.

(8) lookup J5 i %} Key — Value JERY G4, X455 BOMEL, 1 [0] 5 G SR XS O FH)
F)fﬁﬁo

def lookup (key:K) :Seq[ V]
Return the list of values in the RDD for key key.

(9) takeOrdered J57&iR o1 fe/ M) num ICER, FH HARIR [0 182 A R $E 0 0y

def takeOrdered ( num:Int) (implicit ord:Ordering[ T]) : Array[ T]
Returns the first K (smallest) elements from this RDD as defined by the specified implicit Ordering

[T] and maintains the ordering,

(10) top Jy kiR Bl i K num ~I0EK

def top (num:Int) (implicit ord:Ordering[ T]) :Array[ T]
Returns the top K (largest) elements from this RDD as defined by the specified implicit Ordering

[T].

(11) aggregate $5e/F E T ZHLAE D pREL, — 2 seqOp PR%K, ,\4% RDD (RDD 1y
RATCREMIAEET) PR — D KIEHER A& RS U ME. 53— combOp pR%K
B KRG R ME A E— AR R A AN U R IE, X HE RDD P 3ii
FLR B A SR U Af LR [R]— 285
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def aggregate[ U] ( zeroValue: U) (seqOp: (U, T) = U, combOp: (U, U) = U) (implicit arg0:
ClassTag[ U] ) :U
Aggregate the elements of each partition, and then the results for all the partitions, using given com-

bine functions and a neutral " zero value".

2. BHBERRISMNB G TEIE RS R Action $R1E

RDD fizJ5 W VATE R 1 0] LLR [ 55 b, o ml DU 31 A8 SO 2 ge sl ol 7
., Spark £4t5 Hadoop RGEE5CAMAN, FrLAXS T MapReduce Fr ST BEE U B0
Bl 2B, Spark WFFESCRE. 741, T Hadoop 1) APLAETIHPSRAS, Frfy Spark 2
T REREFHEAS Hadoop TG HIRUA, Wi ft £ API,

(1) saveAsObjectFile J5 Az it & F AL 3T 2 1 SequenceFile 5 2| A #5 # hadoop 3L
R

def saveAsObjectFile ( path : String) : Unit

Save this RDD as aSequenceFile of serialized objects.

(2) saveAsTextFile J7 J¥ EHR L MIIT R, DL textfile BT, IRAF 20 A M SC 1 R 4,
hdfs B AT HA hadoop SCHFRYSCIERGE, HAROKYL, TE SaveAsTextFile J5 12 N 23 So i i
V&3 RDD Y map (x => ( NullWritable. get( ) , new Text(x. toString) ) ) J7 6% RDD H i) &-1>J0
R SR I — 4T S0, SRS AE SaveAsTextFile J7 1 PN #2344 428 FH saveAsHadoopFile
JIER AR R AT BN A S RGE B Hadoop SCRFRYSCIERSE

def saveAsTextFile( path:String) : Unit

Save this RDD as a text file,using string representations of elements.

(3) saveAsHadoopDataset 7512 )2 54255 JobConf, JobConf J& Hadoop A & X4, Job-
Conf FER] LA i B 1Y setlnputFormat J5 7 318 E i AR E S, Wr] LIl i setOutputFormat
T EAT 55 45 R B B8 4%, BT LAAE X B saveAsHadoopDataset J5 #: AN X REFF RDD A7 1if 3]
HDFS XX & 4t +, o] L RDD 47 fig 3] H b % ¥% /% +, 40 Hbase, MangoDB
Cassandra 2§,

def saveAsHadoopDataset ( conf: JobConf) : Unit
Output the RDD to anyHadoop — supported storage system, using a Hadoop JobConf object for that

storage system.

(4) saveAsHadoopFile 7573 #F RDD f7fiff %] Hadoop SCFFIYSCIFRSE (i HDFS)
¥ RDD 473 Hadoop SCHFIYSCAF R GEH G HAG LT % & TS50, B SR A7 I B 42 |
RDD H key 2571, RDD 7 value f25%1 . RDD %5 Hi#%5 2 (outputFormat, [ TextOutput-
Format , SequenceFileOutputFormat) , DL &S codec J& 1575 BT 40 .

1) #5— saveAsHadoopFile 77 1t 9 2 500 5 h T 846 A path (3P A7 R0 B4 72)
keyClass (RDD A key {HAJZE %) | valueClass ( RDD H value {HAJZ5 %)) | outputFormatClass
(RDD [ AR0) DL S L codec [IERINE None,

def saveAsHadoopFile ( path: String, keyClass: Class [ _], valueClass: Class [ _] , outputFormat-
Class: Class[ _ < : OutputFormat[ _, _]], conf: JobConf =... , codec: Option [ Class[ _ < : Com-
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pressionCodec] ] = None) : Unit
Output the RDD to anyHadoop — supported file system,using a Hadoop OutputFormat class support-

ing the key and value types K and V in this RDD.

2) 55 saveAsHadoopFile J7 3k 9 5 HAI 2 T B 16 A path (P RAFmIBEE) . )
keyClass (RDD 7 key {H 25 %)) | valueClass ( RDD Hf value {HAJ25%)) | outputFormatClass
(RDD pyfis A#%) LAKSEL codec MHE

def saveAsHadoopFile ( path: String, keyClass: Class [ _], valueClass: Class [ _], outputFormat-
Class : Class[ _ < : OutputFormat[ _,_]],codec:Class[ _ < : CompressionCodec] ) : Unit

Output the RDD to anyHadoop — supported file system,using a Hadoop OutputFormat class support-
ing the key and value types K and V in this RDD.

3) 5=/ saveAsHadoopFile J5 i i () 2500 e il B45 A path (SCUHRAFIOEEAR) A0
ZH codec [1H

def saveAsHadoopFile[ F < ;: OutputFormat[ K, V] ] ( path:String, codec: Class[ _ < : Compression-
Codec] ) (implicit fm:ClassTag[ F] ) : Unit

Output the RDD to anyHadoop — supported file system,using a Hadoop OutputFormat class support-
ing the key and value types K and V in this RDD.

4) ZEPUAS saveAsHadoopFile J5 3k ISR b Ll 244 A path (SCIFRAFIOERAS) o

def saveAsHadoopFile[ F < : OutputFormat[ K, V] ] ( path:String) (implicit fm:ClassTag[ F] ) : Unit
Output the RDD to anyHadoop — supported file system,using a Hadoop OutputFormat class support-
ing the key and value types K and V in this RDD.

(5) HERHBRIA Hadoop APLEEE T~ action HfE, 5 IFATA 1) Hadoop 1) SACHEF )7
HRML, G APL 23K RDD {4473 HDFS | i saveAsNewAPIHadoopDataser NI 7 337 i
A MapReduce 785 A% 12580

def saveAsNewAPIHadoopDataset ( conf: Configuration ) : Unit
Output the RDD to anyHadoop — supported storage system with new Hadoop API, using a Hadoop

Configuration object for that storage system.

def saveAsNewAPIHadoopFile ( path: String, keyClass: Class [ _], valueClass: Class [ _], outputFormat-
Class : Class[ _ < :OutputFormat[ _,_]],conf;Configuration =self. context. hadeopConfiguration) ; Unit

Output the RDD to anyHadoop — supported file system,using a new Hadoop API OutputFormat ( ma-

preduce.

def saveAsNewAPIHadoopFile[ F < : OutputFormat[ K, V] ] ( path: String) ( implicit fm; ClassTag
[F]) :Unit
Output the RDD to anyHadoop — supported file system,using a new Hadoop API OutputFormat ( ma-

preduce.
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S EERE )

XTI, — B persist #44F (FFAMLERAE) A checkpoint #4F . T IEFA 1>
Br— "N X RS R 4R

7t Spark HE S X RDD #EAT R AALERAERT LIS L RDD 92845, BEXTX — i1 Spark 52
FGEAF S, BERT LS RDD Fp AMAE AR, Rl AR AATERE S, 5 e p Al LA
S HIX SR AR Rt o 75 B A — miJE, Spark RDD BYH¢ AL ERATE T B4 16 IR Y
RDD pyJEil B A8 RDD, & HZHBUE T RDD pocBdiifs 2

L. FrRLRIE

(1) persist() J7 k248 RDD Bl 247 2| N1 .

def persist( ) : RDD. this. type
Persist this RDD with the default storage level (MEMORY_ONLY).

(2) persist(newlevel ) J7 245 newLevel ZEUHYSPRIEAR], FEEHEFE AR 1

fA#AT IR

def persist ( newLevel ; StorageLevel ) : RDD. this. type

Set this RDD% storage level to persist its values across operations after the first time it is computed.
(3) cache JIIEFIAEZS RN persist() JIIEINRE—E, P e M2 B2 I8 ] persist ()
Jrik, AAIHERZAE RDD Bl REA72INArh, WREde s Bk =k

def cache( ) : RDD. this. type
Persist this RDD with the default storage level (MEMORY_ONLY).

(4) unPersis J5EX) RDD JEATARIC, MRERERIFFALL, JRORTF 6 7E N A7 08 £ ) i dia
B WaERR o
def unpersist ( blocking : Boolean = true ) : RDD. this. type
Mark the RDD as non — persistent, and remove all blocks for it from memory and disk.
2. checkpoint }£{E
checkpoint 2 RDD £ 4 fL7E HDFS 1, 55 persist (WIS AMAERGBE L) 19— 4K
/& checkpoint ¥ 2> VIWi g RDD Z ATAHSISC R, 10 persist J7 ik MR PR B 3 RDD [ HH ¢
% Checkpoint FUYEFA A RS . X TF— KB EE17H) Spark #2, 14T checkpoint
BAFBEA R RGP checkpoint A DL Spark HATARIE 197245 Bl
def checkpoint( ) : Unit
Mark this RDD forcheckpointing.

| Section |
<)ol Spark Shell TR Spark API 452 S22

Spark Shell J& Spark (s HAA (HEMMELTATR), E—Fep2] APL A Hik
e, WRAFEEEESH A I TH.. R AR H] Spark Shell #4f Spark API,
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3.3.1 Local &=, T 5L Bk map. filter 0 collect 77 %

(1) LA Local J5)8 3/ Spark Shell

root@sparkMaster:/# spark-shell

spark assembly has been built with Hive, including Datanucleus jars on classpath
15/04/18 22:26:43 INFO spark.SecurityManager: Changing view acls to: root,
15/04/18 22:26:43 INFO spark.SecurityManager: Changing modify acls to: root,
15/04/18 22:26:43 INFO spark.SecurityManager: SecurityManager: authentication disabl
ed; ul acls disabled; users with view permissions: Set(root, ); users with modify pe
rmissions: Set(root, )

15/04/18 22:26:43 INFO spark.HttpServer: Starting HTTP Server

15/04/18 22:26:44 INFO server.Server: jetty-8.y.z-SNAPSHOT

15/04/18 22:26:44 INFO server.AbstractConnector: Started SocketConnector@®.0.0.0:607
56

15/04/18 22:26:44 INFO util.Utils: Successfully started service 'HTTP class server'
on port 60756.

Welcome to

AN N SRS
/]« I\_sd_f [_/\\ version 1.1.0
I

Using Scala version 2.108.4 (Java HotSpot(TM) Client VM, Java 1.7.0_67)
Type in expressions to have them evaluated.

(2) i@yt SparkContext 2L ) parallelize J7 ¥4 Scala f& 5451k RDD, #XJ5%F RDD

BT filer #24E, HRJFRE DAY LS A, X AT collect Jy kA

& TR R K5, RO EIR B R R — DRy, B s Rnis, SA1R
Z1/0 J1HS, — M Collect Jy kAT — LT B I3

scala> val listRDD = sc.parallelize(List(6,8,12,34,23))
1istRDD: org.apache.spark.rdd.RDD[Int] = ParallelCollectionRDD[4] at parallelize at <consoles:12

scala> val filterRDD = listRDD.filter(_ > 10)
filterRDD: org.apache.spark.rdd.RDD[Int] = FilteredRDD[5] at filter at <console>:14

scala> filterRDD.collect

15/04/09 20:58:13 INFO spark.SparkContext: Starting job: collect at <console>:17

15/04/09 20:58:13 INFO scheduler.DAGScheduler: Got job 1 (collect at <console>:17) with 1 output partitions (allowLoca
1=false)

15/04/89 20:58:13 INFO scheduler.DAGScheduler: Final stage: Stage 1(collect at <console>:17)

15/04/89 20:58:13 INFO scheduler.DAGScheduler: Parents of final stage: List()

15/04/09 20:58:13 INFO scheduler.DAGScheduler: Missing parents: List()

15/04/09 20:58:13 INFO scheduler.DAGScheduler: Submitting Stage 1 (FilteredRDD[5] at filter at <console>:14), which ha
s no missing parents

15/04/89 20:58:13 INFO storage.MemoryStore: ensureFreeSpace(1680) called with curMem=316338, maxMem=280248975

15/04/09 20:58:13 INFO storage.MemoryStore: Block broadcast_3 stored as values in memory (estimated size 1680.0 B, fre
e 267.0 MB)

15/04/89 20:58:13 INFO scheduler.DAGScheduler: Submitting 1 missing tasks from Stage 1 (FilteredRDD[5] at filter at <c
onsolex>:14)

15/04/89 28:58:13 INFO scheduler.TaskSchedulerImpl: Adding task set 1.8 with 1 tasks

15/04/09 20:58:13 INFO scheduler.TaskSetManager: Starting task 0.8 in stage 1.0 (TID 1, localhost, PROCESS_LOCAL, 1112
bytes)

15/04/89 208:58:13 INFO executor.Executor: Running task 8.8 in stage 1.8 (TID 1)

15/04/09 20:58:13 INFO executor.Executor: Finished task 8.8 in stage 1.8 (TID 1). 580 bytes result sent to driver
15/84/09 28:58:13 INFO scheduler.DAGScheduler: Stage 1 (collect at <console>:17) finished in 0.813 s

15/04/09 20:58:13 INFO spark.SparkContext: Job finished: collect at <console>:17, took 0.022899514 s

resl: Array[Int] = Array(12, 34, 23)
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root@sparkMaster: fusr/local/hadoop/hadoop-2.4.1/sbin# 1s

root@SparkMaster: /usrflocal/hadoop/hadoop-2.4.1/sbin# ./start-dfs.sh

Starting namenodes on [SparkMaster]

SparkMaster: starting namenode, logging to /usr/local/hadoop/hadoop-2.4.1/logs/h
adoop-root-namenode-SparkMaster.out

SparkWorker1: starting datanode, logging to fusr/local/hadoop/hadoop-2.4.1/1logs/
hadoop-root-datanode-SparkWorkeri.out

SparkWorker2: starting datanode, logging to /usr/local/hadoop/hadoop-2.4.1/logs/
hadoop-root-datanode-SparkWorker2.out

Starting secondary namenodes [0.0.0.0]

0.0.0.0: starting secondarynamenode, logging to /fusr/local/hadoop/hadoop-2.4.1/1
ogs/hadoop-root-secondarynamenode-SparkMaster.out

(2) Ja3h Spark £, X HFEEE — . K ATE Hadoop By sbin HET, 7 [FFH
“start —all. sh” 54, N T A, XHEEA “. /start —all. sh” FRYR1HF FHm2

root@sparkMaster: fusr/local/spark/spark-1.1.8-bin-hadoop2.4/sbin# 1s

root@sparkMaster: fusr/local/spark/spark-1.1.08-bin-hadoop2.4/sbin# ./start-all.sh

starting org.apache.spark.deploy.master.Master, logging to fusr/local/spark/spark-1.1.08-bin-hadoop2.4/sbin/../logs/
spark-root-org.apache.spark.deploy.master.Master-1-SparkMaster.out

SparkWorker2: starting org.apache.spark.deploy.worker.Worker, logging to /fusr/local/spark/spark-1.1.8-bin-hadoop2.4
/sbin/../logs/spark-root-org.apache.spark.deploy.worker.Worker-1-SparkWorkerz.out

SparkWorkerl: starting org.apache.spark.deploy.worker.Worker, logging to fusr/local/spark/spark-1.1.8-bin-hadoop2.4
/sbin/../logs/spark-root-org.apache.spark.deploy.worker.Worker-1-SparkWorkeri.out

SparkWorker2: failed to launch org.apache.spark.deploy.worker.Worker:

SparkWorker2:  Error: Could not create the Java virtual Machine.

sparkWorker2:  Error: A fatal exception has occurred. Program will exit.

SparkWorker2: full log in fusr/local/spark/spark-1.1.0-bin-hadoop2.4/sbin/../logs/spark-root-org.apache.spark.deplo
y.worker.Worker-1-SparkWorkerz2.out

(3) ik Spark Shell iz477F Spark ££#f |, H 1L Spark — shell [ff 241 master [ &,
AT LA AR 7E spark — shell H1i2 17 ()87 $25¢ 2| Spark £EHF . W SRAE T fif 35 £ 11 spark —
shell BEIIZHUE B, ATEAEArAZOMEI A “spark — shell —— help” ArA-JE 7467 -

root@SparkMaster: /# spark-shell --master spark://SparkMaster:7077
Spark assembly has been built with Hive, including Datanucleus jars on classpath
15/04/09 21:16:17 INFO spark.SecurityManager: Changing view acls to: root,
15/04/09 21:16:17 INFO spark.SecurityManager: Changing modify acls to: root,
15/04/09 21:16:17 INFO spark.SecurityManager: SecurityManager: authentication disabled; ui acls disabled; users with view
permissions: Set(root, ); users with modify permissions: Set(root, )
15/04/09 21:16:17 INFO spark.HttpServer: Starting HTTP Server
15/84/09 21:16:17 INFO server.Server: jetty-8.y.z-SNAPSHOT
15/04/09 21:16:17 INFO server.AbstractConnector: Started SocketConnector@®.8.8.0:33172
15/04/09 21:16:17 INFO util.Utils: Successfully started service 'HTTP class server' on port 33172.
Welcome to

T N ] .

LY L v 7 S L

f Y (VO . Y ,7/ 4 TN version 1.1.0

Using Scala version 2.10.4 (Java HotSpot(TM) Client VM, Java 1.7.0_67)

Type in expressions to have them evaluated.

Type :help for more information.

15/04/09 21:16:21 INFO spark.SecurityManager: Changing view acls to: root,

15/04/09 21:16:21 INFO spark.SecurityManager: Changing modify acls to: root,

15/04/09 21:16:21 INFO spark.SecurityManager: SecurityManager: authentication disabled; ui acls disabled; users with view
permissions: Set(root, ); users with modify permissions: Set(root, )

15/04/09 21:16:22 INFO slf4j.Slf4jlLogger: Slf4jLogger started

15/84/09 21:16:22 INFO Remoting: Starting remoting

15/04/09 21:16:22 INFO Remoting: Remoting started; listening on addresses :[akka.tcp://sparkDriver@sparkMaster:60233]

(4) EHUHDFS [ “README. md” SCfF, SRJGXEEEHEITRE P HEY . e H saveAs-
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scala> sc.textFile("/data/README.md").flatMap(_.split(' ')).map((_,1)).reduceByKey(_+_).map(x=>(x._2,x._1)).sortByKey(false @
).map(x=>(x._2,x._1)).saveAsTextFile(" /output/sortResult")

15/84/09 21:31:14 INFO storage.MemoryStore: ensureFreeSpace(77922) called with curMem=180176, maxMem=280248975

15/84/09 21:31:14 INFO storage.MemoryStore: Block broadcast_3 stored as values in memory (estimated size 76.1 KB, free 267.
0 MB)

15/84/069 21:31:14 INFO storage.MemoryStore: ensureFreeSpace(17323) called with curMem=258898, maxMem=280248975

15/84/09 21:31:14 INFO storage.MemoryStore: Block broadcast_3 piece® stored as bytes in memory (estimated size 16.9 KB, fre
e 267.0 MB)

15/84/09 21:31:14 INFO storage.BlockManagerInfo: Added broadcast_3_piece® in memory on SparkMaster:51742 (size: 16.9 KB, fr
ee: 267.2 MB)

15/84/09 21:31:14 INFO storage.BlockManagerMaster: Updated info of block broadcast 3_piece®

15/84/09 21:31:14 INFO mapred.FileInputFormat: Total input paths to process : 1

15/84/09 21:31:14 INFO spark.SparkContext: Starting job: sortByKey at <console>:13

15/04/09 21:31:14 INFO scheduler.DAGScheduler: Registering RDD 14 (map at <console>:13)

15/04/09 21:31:14 INFO scheduler.DAGScheduler: Got job 1 (sortBykKey at <console>:13) with 2 output partitions (allowLocal=f
alse)

15/84/09 21:31:14 INFO scheduler.DAGScheduler:
15/84/09 21:31:14 INFO scheduler.DAGScheduler: Parents of final stage: List(Stage 3)

15/04/09 21:31:14 INFO scheduler.DAGScheduler: Missing parents: List(Stage 3)

15/84/069 21:31:14 INFO scheduler.DAGScheduler: Submitting Stage 3 (MappedRDD[14] at map at <console>:13), which has no miss
ing parents

15/84/09 21:31:14 INFO storage.MemoryStore: ensureFreeSpace(3416) called with curMem=275421, maxMem=280248975

15/04/09 21:31:14 INFO storage.MemoryStore: Block broadcast_4 stored as values in memory (estimated size 3.3 KB, free 267.0
MB)

15/84/09 21:31:14 INFO storage.MemoryStore: ensureFreeSpace(2045) called with curMem=278837, maxMem=280248975

15/84/09 21:31:14 INFO storage.MemoryStore: Block broadcast 4 piece® stored as bytes in memory (estimated size 2045.0 B, fr
ee 267.8 MB)

Final stage: Stage 2(sortByKey at <console»:13)

15/04/89 21:31:15 INFO storage.MemoryStore: ensureFreeSpace(20162) called with curMem=348486, maxMem=280248975

15/04/09 21:31:15 INFO storage.MemoryStore: Block broadcast_7_piece® stored as bytes in memory (estimated size 19.7 KB, fre
e 266.9 MB)

15/64/09 21:31:15 INFO storage.BlockManagerInfo: Added broadcast_7_piece® in memory on SparkMaster:51742 (size: 19.7 KB, fr
ee: 267.2 MB)

15/04/09 21:31:15 INFO storage.BlockManagerMaster: Updated info of block broadcast_7_pieced

15/04/09 21:31:15 INFO scheduler.DAGScheduler: Submitting 2 missing tasks from Stage 4 (MappedRDD[21] at saveAsTextFile at
<console>:13)

15/04/09 21:31:15 INFO scheduler.TaskSchedulerImpl: Adding task set 4.0 with 2 tasks

15/04/09 21:31:15 INFO scheduler.TaskSetManager: Starting task 0.8 in stage 4.6 (TID 10, SparkWorkerl, PROCESS_LOCAL, 948 b
ytes)

15/64/09 21:31:15 INFO scheduler.TaskSetManager: Starting task 1.8 in stage 4.0 (TID 11, SparkWorkerl, PROCESS_LOCAL, 948 b
ytes)

15/04/09 21:31:15 INFO storage.BlockManagerInfo: Added broadcast_7_piece® in memory on SparkWorker1:59963 (size: 19.7 KB, f
ree: 267.2 MB)

15/64/09 21:31:16 INFO spark.MapOutputTrackerMasterActor: Asked to send map output locations for shuffle 2 to sparkExecutor
@sparkWorker1:53267

15/04/09 21:31:16 INFO spark.MapOutputTrackerMaster: Size of output statuses for shuffle 2 is 140 bytes

15/04/09 21:31:17 INFO scheduler.TaskSetManager: Finished task 1.8 in stage 4. (TID 11) in 1292 ms on SparkWorkeri (1/2)
15/04/09 21:31:17 INFO scheduler.TaskSetManager: Finished task 6.0 in stage 4.8 (TID 18) in 1294 ms on SparkWorker1l (2/2)
15/04/09 21:31:17 INFO scheduler.TaskSchedulerImpl: Removed TaskSet 4.0, whose tasks have all completed, from pool

15/04/09 21:31:17 INFO scheduler.DAGScheduler: Stage 4 (saveAsTextFile at <console>:13) finished in 1.292 s

15/04/09 21:31:17 INFO spark.SparkContext: Job finished: saveAsTextFile at <console>:13, took 1.5108337208 s
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foutput/sortResult
Permission Owner Group Size Replication Block Size Name
TW-TT- root supergroup 0B 2 128 MB _SUCCESS
-TW-T— T root supergroup 1.08 KB 2 128 MB part-00000
-TW-F—— root supergroup 3.21 KB 2 128 MB part-00001
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scala> val rddl = sc.parallelize(List(("xiao",23),("1i",12)))
rdd1: org.apache.spark.rdd.RDD[(String, Int)] = ParallelCollectionRDD[22] at parallelize at <console>:12

scala> val rdd2 = sc.parallelize(List(("1iu",43),("wang",24)))
rdd2: org.apache.spark.rdd.RDD[(String, Int)] = ParallelCollectionRDD[23] at parallelize at <console>:12

scala> rddl.union(rdd2).collect

15/04/09 21:38:37 INFO spark.sparkContext: Starting job: collect at <console>:17

15/04/69 21:38:37 INFO scheduler.DAGScheduler: Got job 3 (collect at <console>:17) with 4 output partitions (allowlocal=fals
e)

15/04/69 21:38:37 INFO scheduler.DAGScheduler: Final stage: Stage 7(collect at <console>:17)

15/84/09 21:38:37 INFO scheduler.DAGScheduler: Parents of final stage: List()

15/04/69 21:38:37 INFO scheduler.DAGScheduler: Missing parents: List()

15/84/09 21:38:37 INFO scheduler.DAGScheduler: Submitting Stage 7 (UnionRDD[24] at union at <console>:17), which has no miss
ing parents

15/84/09 21:38:37 INFO storage.MemoryStore: ensureFreeSpace(1792) called with curMem=368568, maxMem=280248975

15/04/69 21:38:37 INFO storage.MemoryStore: Block broadcast_8 stored as values in memory (estimated size 1792.@ B, free 266.
9 MB)

15/04/69 21:38:37 INFO storage.MemoryStore: ensureFreeSpace(1205) called with curMem=370360, maxMem=280248975

15/84/09 21:38:37 INFO storage.MemoryStore: Block broadcast_8_piece® stored as bytes in memory (estimated size 1205.0 B, fre
e 266.9 MB)

15/84/09 21:38:37 INFO storage.BlockManagerInfo: Added broadcast_8_piece® in memory on SparkMaster:51742 (size: 1205.0 B, fr
ee: 267.2 MB)

15/04/09 21:38:37 INFO storage.BlockManagerMaster: Updated info of block broadcast 8 piecee

15/04/69 21:38:37 INFO scheduler.DAGScheduler: Submitting 4 missing tasks from Stage 7 (UnionRDD[24] at union at <consoles:1
7)

15/04/69 21:38:37 INFO scheduler.TaskSchedulerImpl: Adding task set 7.8 with 4 tasks

15/84/09 21:38:37 INFO scheduler.TaskSetManager: Starting task @.@ in stage 7.0 (TID 12, SparkWorkeril, PROCESS_LOCAL, 1408 b
ytes)

15/84/09 21:38:37 INFO scheduler.TaskSetManager: Starting task 1.e in stage 7.0 (TID 13, SparkWorkerl, PROCESS_LOCAL, 1406 b
ytes)

15/04/09 21:38:37 INFO storage.BlockManagerInfo: Added broadcast_8 piece® in memory on SparkWorker1:599@3 (size: 1205.0 B, f
ree: 267.2 MB)

15/84/09 21:38:37 INFO scheduler.TaskSetManager: Starting task 2.e in stage 7.0 (TID 14, SparkWorkerl, PROCESS_LOCAL, 1407
ytes)

15/84/09 21:38:37 INFO scheduler.TaskSetManager: Finished task 1.0 in stage 7.0 (TID 13) in 135 ms on SparkWorkeri (1/4)
15/04/69 21:38:37 INFO scheduler.TaskSetManager: Finished task ©.® in stage 7.® (TID 12) in 137 ms on SparkWorkeri (2/4)
15/84/09 21:38:37 INFO scheduler.TaskSetManager: Starting task 3.0 in stage 7.0 (TID 15, SparkWorkerl, PROCESS_LOCAL, 1408
ytes)

15/04/09 21:38:37 INFO scheduler.TaskSetManager: Finished task 2.® in stage 7.@ (TID 14) in 17 ms on SparkwWorkeri (3/4)
15/04/69 21:38:37 INFO scheduler.TaskSetManager: Finished task 3.8 in stage 7.8 (TID 15) in 15 ms on SparkWorker1l (4/4)
15/84/09 21:38:37 INFO scheduler.TaskSchedulerImpl: Removed TaskSet 7.8, whose tasks have all completed, from pool
15/04/69 21:38:37 INFO scheduler.DAGScheduler: Stage 7 (collect at <console>:17) finished in 0.157 s

15/84/09 21:38:37 INFO spark.SparkContext: Job finished: collect at <console>:17, took ©.166726142 s

res2: Array[(String, Int)] = Array((xiao,23), (1i,12), (liu,43), (wang,24))

(2) $2H HDFS |f) “README. md” U4, #4477 groupByKey #:4E, i collect #EEIR
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scala> val groupcl = sc.textFile("/data/README.md").flatMap(_.split(' ')).map((_,1)).groupByKey.collect
15/04/01 15:46:50 INFO storage.MemoryStore: ensureFreeSpace(190782) called with curMem=252743, maxMem=280248975
15/04/01 15:46:50 INFO storage.MemoryStore: Block broadcast_9 stored as values in memory (estimated size 186.3 KB, fr
ee 266.8 MB)
15/04/01 15: INFO storage.MemoryStore: ensureFreeSpace(17323) called with curMem=443525, maxMem=280248975
15/04/01 15:46:51 INFO storage.MemoryStore: Block broadcast_9_piece® stored as bytes in memory (estimated size 16.9 K
B, free 266.8 MB)
15/04/01 15:46:51 INFO storage.BlockManagerInfo: Added broadcast_9_piece@ in memory on SparkMaster:37542 (size: 16.9
KB, free: 267.2 MB)
15/04/01 15:46:51 INFO storage.BlockManagerMaster: Updated info of block broadcast 9 piece®
15/84/01 15:46:51 INFO mapred.FileInputFormat: Total input paths to process : 1
15/04/01 15:46:51 INFO spark.SparkContext: Starting job: collect at <console>:12
15/04/01 15:46:51 INFO scheduler.DAGScheduler: Registering RDD 23 (map at <console>:12)
15/04/01 15:46:51 INFO scheduler.DAGScheduler: Got job 4 (collect at <console>:12) with 2 output partitions (allowLoc
al=false)
15/04/01 15:46:51 INFO scheduler.DAGScheduler: Final stage: Stage 8(collect at <console>:12)

¢ INFO scheduler.DAGScheduler: Parents of final stage: List(Stage 9)
INFO scheduler.DAGScheduler: Missing parents: List(Stage 9)
15/84/01 15:46:51 INFO scheduler.DAGScheduler: Submitting Stage 9 (MappedRDD[23] at map at <console>:12), which has n
o missing parents

o

o

15/84/01 15:46:51 INFO scheduler.TaskSetManager: Finished task ©.@ in stage 8.0 (TID 22) in 175 ms on SparkWorkerz (1
/2)

15/84/01 15:46:51 INFO scheduler.TaskSetManager: Finished task 1.8 in stage 8.0 (TID 23) in 193 ms on SparkWorkerl (2
/2)

15/84/01 15:46:51 INFO scheduler.TaskSchedulerImpl: Removed TaskSet 8.0, whose tasks have all completed, from pool
15/84/01 INFO scheduler.DAGScheduler: Stage 8 (collect at <console>:12) finished in 8.200 s

15/84/01 15:46:51 INFO spark.SparkContext: Job finished: collect at <console>:12, took ©.606895788 s

groupcl: Array[(String, Iterable[Int])] = Array((means,CompactBuffer(1)), (under,CompactBuffer(1, 1)), (this,CompactB
uffer(1, 1, 1, 1)), (Because,CompactBuffer(1)), (agree,CompactBuffer(1)), (Python,CompactBuffer(1, 1)), (cluster.,Com
pactBuffer(1)), (follows.,CompactBuffer(1)), (its,CompactBuffer(1)), (YARN,,CompactBuffer(1, 1, 1)), (have,CompactBuf
fer(1, 1)), (MRvi,,CompactBuffer(1)), (pre-built,CompactBuffer(1)), (general,CompactBuffer(1, 1)), (locally.,CompactB
uffer(1)), (changed,CompactBuffer(1)), (locally,CompactBuffer(1, 1)), (MapReduce,CompactBuffer(1, 1)), (only,CompactB
uffer(1)), (Configuration,CompactBuffer(1)), (requests,CompactBuffer(1)), (learning,,CompactBuffer(1)), (basic,Compac
tBufferil)), (documentation,CompactBuffer(1)), (first,CompactBuffer(1)), (CLI,CompactBuffer(1))...

scala>

(3) JH parallelize J73: M Scala BY5EA4 M4~ RDD, X} RDD #E47 join #4E, F£H col-
lect #EAEIR [0 — > FAHLELAL
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scala> val rdd5 = sc.parallelize(Array(('r',4),('f',6)))
rdds: org.apache.spark.rdd.RDD[(Char, Int)] = ParallelcollectionRDD[27] at parallelize at <console>:12

scala> val rdd6 = sc.parallelize(Array(('r',9),('h',7)))
rddé: org.apache.spark.rdd.RDD[(Char, Int)] = ParallelCollectionRDD[28] at parallelize at <console>:12

scala> val joincl = rdd5.join(rdd6).collect

15/64/69 21:44:57 INFO spark.SparkContext: Starting job: collect at <console>:16

15/064/69 21:44:57 INFO scheduler.DAGScheduler: Registering RDD 27 (parallelize at <console>:12)

15/04/09 21:44:57 INFO scheduler.DAGScheduler: Registering RDD 28 (parallelize at <console>:12)

15/04/69 21:44:57 INFO scheduler.DAGScheduler: Got job 4 (collect at <console>:16) with 2 output partitions (allowlLocal=false)

15/64/69 21:44:57 INFO scheduler.DAGScheduler: Final stage: Stage 8(collect at <console>:16)

15/04/89 21:44:57 INFO scheduler.DAGScheduler: Parents of final stage: List(Stage 9, Stage 18)

15/04/09 21:44:57 INFO scheduler.DAGScheduler: Missing parents: List(Stage 9, Stage 10)

15/064/69 21:44:57 INFO scheduler.DAGScheduler: Submitting Stage 9 (ParallelCollectionRDD[27] at parallelize at <console>:12), which has
no missing parents

15/04/89 21:44:57 INFO storage.MemoryStore: ensureFreeSpace(1488) called with curMem=169822, maxMem=2808248975

15/04/09 21:44:57 INFO storage.MemoryStore: Block broadcast_9 stored as values in memory (estimated size 1488.0 B, free 267.1 MB)
15/04/69 21:44:57 INFO storage.MemoryStore: ensureFreeSpace(976) called with curMem=171310, maxMem=280248975

15/04/89 21:44:57 INFO storage.MemoryStore: Block broadcast_9_piece® stored as bytes in memory (estimated size 976.8 B, free 267.1 MB)
15/04/89 21:44:57 INFO storage.BlockManagerInfo: Added broadcast_9_pieced® in memory on SparkMaster:51742 (size: 976.6 B, free: 267.3 MB)
15/04/09 21:44:57 INFO storage.BlockManagerMaster: Updated info of block broadcast_9_pieced

15/064/69 21:44:57 INFO scheduler.DAGScheduler: Submitting 2 missing tasks from Stage 9 (ParallelCollectionRDD[27] at parallelize at <con
sole>:12)

15/04/89 21:44:57 INFO scheduler.TaskSchedulerImpl: Adding task set 9.8 with 2 tasks

15/04/09 21:44:57 INFO scheduler.TaskSetManager: Starting task ©.© in stage 9.0 (TID 16, SparkWorkerl, PROCESS_LOCAL, 1271 bytes)
15/04/69 21:44:57 INFO scheduler.TaskSetManager: Starting task 1.0 in stage 9.8 (TID 17, SparkWorker1l, PROCESS_LOCAL, 1271 bytes)
15/64/69 21:44:57 INFO scheduler.DAGScheduler: Submitting Stage 16 (ParallelCollectionRDD[28] at parallelize at <console>:12), which has
no missing parents

15/04/09 21:44:58 INFO storage.BlockManagerMaster: Updated info of block broadcast_11_pieced

15/064/@9 21:44:58 INFO scheduler.DAGScheduler: Submitting 2 missing tasks from Stage 8 (FlatMappedvaluesRDD[31] at join at <console>:16)
15/04/69 21:44:58 INFO scheduler.TaskSchedulerImpl: Adding task set 8.0 with 2 tasks

15/04/09 21:44:58 INFO scheduler.TaskSetManager: Starting task 0.0 in stage 8.0 (TID 20, SparkWorkerl, PROCESS_LOCAL, 1794 bytes)
15/04/09 21:44:58 INFO scheduler.TaskSetManager: Starting task 1.6 in stage 8.0 (TID 21, SparkWorker1l, PROCESS_LOCAL, 1794 bytes)
15/04/09 21:44:58 INFO storage.BlockManagerInfo: Added broadcast_11_piece®@ in memory on SparkWorker1:59983 (size: 1457.0 B, free: 267.3
MB)

15/04/09 21:44:58 INFO spark.MapoutputTrackerMasterActor: Asked to send map output locations for shuffle 3 to sparkexecutor@sparkWorkerl
153267

15/04/89 21:44:58 INFO spark.MapOutputTrackerMaster: Size of output statuses for shuffle 3 is 137 bytes

15/84/09 21:44:58 INFO spark.MapOutputTrackerMasterActor: Asked to send map output locations for shuffle 4 to sparkExecutor@SparkWorkeri
:53267

15/04/09 21:44:58 INFO spark.MapOutputTrackerMaster: Size of output statuses for shuffle 4 is 137 bytes

15/04/09 21:44:58 INFO scheduler.TaskSetManager: Finished task 1.8 in stage 8.0 (TID 21) in 169 ms on SparkWorker1 (1/2)

15/064/89 21:44:58 INFO scheduler.DAGScheduler: Stage 8 (collect at <console>:16) finished in 8.177 s

15/064/89 21:44:58 INFO spark.SparkContext: Job finished: collect at <console>:16, took ©.356584955 s

joilncl: Array[(char, (Int, Int))] = Array((r,(4,9)))

(4) M parallelize J7 i Scala 15 & 42 )% —1> RDD, % RDD #17 reduce #/E (reduce
AR B Je—> action 8:4F) .

scala> val rdd7 =sc.parallelize(List(34,23,12,56)).reduce(_-_)

15/04/09 21:51:45 INFO spark.SparkContext: Starting job: reduce at <console>:12

15/04/09 21:51:45 INFO scheduler.DAGScheduler: Got job 7 (reduce at <console>:12) with 2 output partitions (allowLocal=false)
15/04/09 21:51:45 INFO scheduler.DAGScheduler: Final stage: Stage 13(reduce at <console>:12)

15/04/09 21:51:45 INFO scheduler.DAGScheduler: Parents of final stage: List()

15/04/69 21:51:45 INFO scheduler.DAGScheduler: Missing parents: List()

15/04/09 21:51:45 INFO scheduler.DAGScheduler: Submitting Stage 13 (ParallelcollectionRDD[34] at parallelize at <console>:12), which
has no missing parents

15/04/69 21:51:45 INFO storage.MemoryStore: ensureFreeSpace(1184) called with curMem=182749, maxMem=280248975

15/04/69 21:51:45 INFO storage.MemoryStore: Block broadcast_14 stored as values in memory (estimated size 1184.0 B, free 267.1 MB)
15/64/69 21:51:45 INFO storage.MemoryStore: ensureFreeSpace(843) called with curMem=183933, maxMem=280248975

15/04/09 21:51:45 INFO storage.MemoryStore: Block broadcast_14_piece® stored as bytes in memory (estimated size 843.0 B, free 267.1 M
B

15/04/689 21:51:45 INFO storage.BlockManagerInfo: Added broadcast_14_piece® in memory on SparkMaster:51742 (size: 843.8 B, free: 267.2
MB)

15/04/09 21:51:45 INFO storage.BlockManagerMaster: Updated info of block broadcast_14_piece®

15/04/09 21:51:45 INFO scheduler.DAGScheduler: Submitting 2 missing tasks from Stage 13 (ParallelCollectionRDD[34] at parallelize at
<console>:12)

15/04/69 21:51:45 INFO scheduler.TaskSchedulerImpl: Adding task set 13.0 with 2 tasks

15/04/09 21:51:45 INFO scheduler.TaskSetManager: Starting task ©.0 in stage 13.0 (TID 26, SparkWorkerl, PROCESS_LOCAL, 1100 bytes)
15/04/09 21:51:45 INFO scheduler.TasksetManager: Starting task 1.6 in stage 13.0 (TID 27, SparkWorker1l, PROCESS_LOCAL, 1168 bytes)
15/04/89 21:51:45 INFO storage.BlockManagerInfo: Added broadcast_14_piece® in memory on SparkWorker1:59903 (size: 843.0 B, free: 267.
2 MB)

15/04/09 21:51:45 INFO scheduler.TaskSetManager: Finished task 1.8 in stage 13.0 (TID 27) in 124 ms on Sparkworkeri (1/2)

15/04/09 21:51:45 INFO scheduler.TasksetManager: Finished task 0.8 in stage 13.® (TID 26) in 126 ms on SparkWorkeri (2/2)

15/04/89 21:51:45 INFO scheduler.TaskSchedulerImpl: Removed TaskSet 13.8, whose tasks have all completed, from pool

15/04/09 21:51:45 INFO scheduler.DAGScheduler: Stage 13 (reduce at <console>:12) finished in 8.126 s

15/04/09 21:51:45 INFO spark.SparkcContext: Job finished: reduce at <console>:12, took ©.138434677 s

rdd7: Int = -55

(5) H parallelize J7 % fifi Scala [ £ & A si—~8E(E X RDD, Xf RDD #£47 lookup #:4E
(lookup A~ B J&—A~ action #4F) o

scala> sc.parallelize(List(("as",2),("er",34),("er",56),("23",32))).lookup("er")

15/84/89 21:55:36 INFO spark.SparkContext: Starting job: lookup at <console>:13

15/04/89 21:55:36 INFO scheduler.DAGScheduler: Got job 8 (lookup at <console>:13) with 2 output partitions (allowLocal=fa
1se)

15/04/89 21:55:36 INFO scheduler.DAGScheduler: Final stage: Stage 14(lookup at <console>:13)

15/084/89 21:55:36 INFO scheduler.DAGScheduler: Parents of final stage: List()

15/84 /89 21:55:36 INFO scheduler.DAGScheduler: Missing parents: List()

15/04/89 21:55:36 INFO scheduler.DAGScheduler: Submitting Stage 14 (MappedRDD[37] at lookup at <console>:13), which has n
o missing parents

15/04/89 21:55:36 INFO storage.MemoryStore: ensureFreeSpace(1984) called with curMem=184776, maxMem=280248975

15/04/89 21:55:36 INFO storage.MemoryStore: Block broadcast_15 stored as values in memory (estimated size 1984.0 B, free
267.1 MB)
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15/04/89 21:55:36 INFO storage.MemoryStore: ensureFreeSpace(1266) called with curMem=186760, maxMem=280248975

15/84/09 21:55:36 INFO storage.MemoryStore: Block broadcast_15_piece® stored as bytes in memory (estimated size 1266.0 B,
free 267.1 MB)

15/04/09 21:55:36 INFO storage.BlockManagerInfo: Added broadcast_15_piece® in memory on SparkMaster:51742 (size: 1266.0 B
, free: 267.2 MB)

15/84/09 21:55:36 INFO storage.BlockManagerMaster: Updated info of block broadcast_15 piece®

15/84/09 21:55:36 INFO scheduler.DAGScheduler: Submitting 2 missing tasks from Stage 14 (MappedRDD[37] at lookup at <cons
ole>:13)

15/84/89 21:55:36 INFO scheduler.TaskSchedulerImpl: Adding task set 14.8 with 2 tasks

15/04/09 21:55:36 INFO scheduler.TaskSetManager: Starting task ©.® in stage 14.0@ (TID 28, SparkWorker1l, PROCESS_LOCAL, 13
18 bytes)

15/04/09 21:55:36 INFO scheduler.TaskSetManager: Starting task 1.® in stage 14.@ (TID 29, SparkWorker1l, PROCESS_LOCAL, 13
18 bytes)

15/84/09 21:55:36 INFO storage.BlockManagerInfo: Added broadcast_15_piece® in memory on SparkWorker1:59903 (size: 1266.0
B, free: 267.2 MB)

15/04/09 21:55:36 INFO scheduler.TaskSetManager: Finished task ©.® in stage 14.8@ (TID 28) in 42 ms on SparkWorkeri (1/2)
15/84/@89 21:55:36 INFO scheduler.TaskSetManager: Finished task 1.0 in stage 14.8 (TID 29) in 43 ms on SparkWorker1l (2/2)
15/04/09 21:55:36 INFO scheduler.TaskSchedulerImpl: Removed TaskSet 14.0, whose tasks have all completed, from pool
15/84/09 21:55:36 INFO scheduler.DAGScheduler: Stage 14 (lookup at <console>:13) finished in 0.048 s

15/04/09 21:55:36 INFO spark.SparkContext: Job finished: lookup at <console>:13, took 0.054814214 s

res3: Seq[Int] = WrappedArray(34, 56)

(6) FTLIH] toDeubgString J5 & JHIAREF o toDebugString 7512 & — > A9 AR 19 T
A5k, sl e nl RS Wit A5 A 2] RDD 22 [8] (A BARROC 28 o A I e — R4 T 127 4R
A 12— RDD, fEX P idferh, ATRERGENERC 4 i 1 HAt ) RDD, L AN7E reduce-
ByKey #efEmd e, —Jb#E 42774 T MapPartitionRDD . ShuffledRDD F1 MapPartitionRDD =

A~ RDD, Mi—BFRATHE R T Fe)o 7 4 i MapPartitionRDD

scala> val reduceRDD = sc.textFile("/data/README.md").flatMap(_.split(' ')).map((_,1)).reduceByKey(_+_)

15/04/89 21:59:04 INFO storage.MemoryStore: ensureFreeSpace(206468) called with curMem=188026, maxMem=280248975

15/04/09 21:59:04 INFO storage.MemoryStore: Block broadcast_16 stored as values in memory (estimated size 261.6 KB, free 2
66.9 MB)

15/04/09 21:59:04 INFO storage.MemoryStore: ensurefFreeSpace(17323) called with curMem=394494, maxMem=280248975

15/04/89 21:59:04 INFO storage.MemoryStore: Block broadcast_16_piece® stored as bytes in memory (estimated size 16.9 KB, f
ree 266.9 MB)

15/84/09 21:59:04 INFO storage.BlockManagerInfo: Added broadcast_16_piece® in memory on SparkMaster:51742 (size: 16.9 KB,
free: 267.2 MB)

15/04/89 21:59:04 INFO storage.BlockManagerMaster: Updated info of block broadcast_16_piece@

15/04/09 21:59:04 INFO mapred.FileInputFormat: Total input paths to process : 1

reduceRDD: org.apache.spark.rdd.RDD[(String, Int)] = ShuffledRDD[42] at reduceBykey at <console>:12

scala> reduceRDD.toDebugstring

res4: String =

(2) shuffledrDD[42] at reduceByKey at <console>:12

+-(2) MappedRDD[41] at map at <console>:12
| FlatMappedrDD[4@] at flatMap at <console>:12
| /data/README.md MappedRDD[39] at textFile at <console>:12
| /data/README.md HadoopRDD[38] at textFile at <console>:12
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‘ /data
Permission Owner Group Size Replication Block Size Name
-TW-F—F— root supergroup 4.7 KB 2 128 MB README.md
-TW-T—-F— root supergroup 211.05 KB 2 128 MB SogouQ.mini

SogouQ. mini {4, Az —1 RDD (7%

A 0 B

scala> val sougou = sc.
15/04/09 22:06:04 INFO
15/04/09 22:06:04 INFO
e 266.7 MB)

15/04/09 22:06:04
15/04/09 22:06:04

free 266.7 MB)

15/84/09 22:06:04
B, free: 267.2 MB)
15/04/09 22:06:04 INFO

INFO
INFO

INFO

sougou: org.apache.spark.rdd.RDD[String] =

scala> sougou.count

15/04/09 22:06:19 INFO
15/04/09 22:06:19 INFO
15/04/09 22:06:19 INFO
alse)

15/04/09
15/04/09
15/04/09
15/04/09

22:06:19
22:06:19
22:06:19
22:06:19

INFO
INFO
INFO
INFO

&l 3

storage.MemoryStore:
storage.MemoryStore:

storage.BlockManagerInfo:

storage.BlockManagerMaster:

scheduler .DAGScheduler:
scheduler .DAGScheduler: Parents of final stage: List()

scheduler .DAGScheduler: Missing parents: List()

scheduler.DAGScheduler: Submitting Stage 15 (/data/SogouQ.mini MappedRDD[44] at textFile at <con

-5 HDFS FAEAERY SogouQ. mini {4

;\\\

AR A FR N sougou ) , #RJ5 U sougou. count EFHF —F—

textFile("/data/SegouQ.mini")
storage.MemoryStore:
storage.MemoryStore:

ensurefFreeSpace(206468) called with curMem=411817, maxMem=280248975

Block broadcast_17 stored as values in memory (estimated size 201.6 KB, fre
ensurefFreeSpace(17323) called with curMem=618285, maxMem=280248975
Block broadcast_17_piece® stored as bytes in memory (estimated size 16.9 KB

Added broadcast_17_piece® in memory on SparkMaster:51742 (size: 16.9 K

Updated info of block broadcast_17_piece®
/data/sogouQ.mini MappedRDD[44] at textFile at <conscole>:12

mapred.FileInputFormat: Total input paths to process : 1
spark.SparkContext: Starting job:
scheduler .DAGScheduler:

count at <console>:15
Got job 9 (count at <console>:15) with 2 output partitions (allowLocal=Ff

Final stage: Stage 15(count at <console>:15)

sole>:12), which has no missing parents

15/04/09 22:86:19 INFO storage.MemoryStore:
15/04/09 22:06:19 INFO storage.MemoryStore:

266.7 MB)

15/04/09 22:86:19 INFO storage.MemoryStore:

ensureFreeSpace(2392) called with curMem=635608, maxMem=280248975
Block broadcast_18 stored as values in memory (estimated size 2.3 KB, free

ensurefFreeSpace(1532) called with curMem=638800, maxMem=280248975
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15/64/069 22:06:19 INFO storage.MemoryStore: Block broadcast_18_piece® stored as bytes in memory (estimated size 1532.0

B, free 266.7 MB)

15/064/09 22:86:19 INFO storage.BlockManagerInfo: Added broadcast_18_piece® in memory on SparkMaster:51742 (size: 1532.0

B, free: 267.2 MB)
15/04/09 22:
15/04/09 22:

] at textFile at <console>:12)
scheduler.TaskSchedulerImpl: Adding task set 15.0 with 2 tasks

15/04/09 22:06:19 INFO
15/04/09 22:06:19 INFO
6 bytes)

15/04/09 22:06:19 INFO
6 bytes)

15/04/09 22:06:19 INFO
o B, free: 267.2 MB)
15/04/09 22:06:19 INFO
KB, free: 267.2 MB)
15/04/09 22:06:19 INFO

2)
15/04/09 22:06:19 INFO

scheduler.TaskSetManager:
scheduler.TaskSetManager:
storage.BlockManagerInfo:
storage.BlockManagerInfo:
scheduler.TaskSetManager:

scheduler.TaskSetManager:

19 INFO storage.BlockManagerMaster: Updated info of block broadcast_18_piece®
6:19 INFO scheduler.DAGScheduler: Submitting 2 missing tasks from Stage 15 (/data/SogouQ.mini MappedRDD[44

Starting task 0.0 in stage 15.0 (TID 38, SparkWorkerl, NODE_LOCAL, 119
Starting task 1.0 in stage 15.06 (TID 31, SparkWorkerl, NODE_LOCAL, 119
Added broadcast_18_piece® in memory on SparkWorker1:59903 (size: 1532.
Added broadcast_17_piece® in memory on SparkWorker1:59983 (size: 16.9
Finished task 1.0 in stage 15.0 (TID 31) in 449 ms on SparkWorker1l (1/

Finished task 0.0 in stage 15.0 (TID 38) in 469 ms on SparkWorkerl (2/

2)

15/04/09 22:06:19 INFO
INFO
INFO

scheduler.TaskSchedulerImpl: Removed TaskSet 15.@8, whose tasks have all completed, from pool
scheduler.DAGScheduler: Stage 15 (count at <console>:15) finished in ©.458 s
spark.SparkContext: Job finished: count at <console>:15, took ©.478107804 s

res5: Long = 2000

i LA BB AT R W e m — AT, FRATT AT LUAE 0K 1 SogouQ. mini S — Ay
2000 £5%5dE .

(2) & HAAEAE . EIC sougou map (L. split(“\t")) J5ik, #R#E “\ 17 LA
5% RDD A i BT RIR 2E AT V) 00 22 il— A AT R, AR5 2 A RDD [ filter 75 3% %4 4]
SR B T g, ROR B AT 6 %, fn &I A RDD ) count J7
HERGET— P IR E R

scala> val filterSG = sougou.map(_.split("\t")).filter(_.length == 6)
filterSG: org.apache.spark.rdd.RDD[Array[String]] = FilteredRDD[13] at filter at <console>:14

scala> filterSG.count

15/84/09 INFO mapred.FileInputFormat: Total input paths to process : 1

15/04/09 INFO spark.SparkContext: Starting job: count at <console>:17

15/04/09 22:23:44 INFO scheduler.DAGScheduler: Got job 2 (count at <console>:17) with 2 output partitions (allowLocal
=false)

15/04/09 22:23:44 INFO scheduler.DAGScheduler: Final stage: Stage 2(count at <console>:17)

15/04/09 22:23:44 INFO scheduler.DAGScheduler: Parents of final stage: List()

15/04/09 22:23:44 INFO scheduler.DAGScheduler: Missing parents: List()

15/04/69 22:23:44 INFO scheduler.DAGScheduler: Submitting Stage 2 (FilteredRDD[13] at filter at <console>:14), which

has no missing parents
15/04/09 22:23:44 INFO
15/04/09 22:23:44 INFO
266.8 MB)

15/04/09 22:23:44 INFO
15/04/09 22:23:44 INFO
B, free 266.8 MB)
15/64/09 22:23:44 INFO
@ B, free: 267.2 MB)
15/04/09 22:23:44 INFO
15/04/09 22:23:44 INFO
<console>:14)

storage.MemoryStore:
storage.MemoryStore:

ensureFreeSpace(2744) called with curMem=498011, maxMem=280248975
Block broadcast_5 stored as values in memory (estimated size 2.7 KB, free

storage.MemoryStore:
storage.MemoryStore:

ensureFreeSpace(1700) called with curMem=500755, maxMem=280248975
Block broadcast_5_piece® stored as bytes in memory (estimated size 1700.0

storage.BlockManagerInfo: Added broadcast_5_piece® in memory on SparkMaster:50467 (size: 1788.

storage.BlockManagerMaster: Updated info of block broadcast_5_piece@
scheduler .DAGScheduler: Submitting 2 missing tasks from Stage 2 (FilteredRDD[13] at filter at

15/04/09 22:23:44 INFO scheduler.TaskSchedulerImpl: Adding task set 2.8 with 2 tasks

15/04/09 22:23:44 INFO scheduler.TaskSetManager: Starting task 0.8 in stage 2.0 (TID 4, SparkWorkerl, NODE_LOCAL, 119
6 bytes)

15/04/09 22:23:44 INFO scheduler.TaskSetManager: Starting task 1.8 in stage 2.0 (TID 5, SparkWorkerl, NODE_LOCAL, 119
6 bytes)

15/04/09 22:23:44 INFO storage.BlockManagerInfo: Added broadcast 5_piece® in memory on SparkWorker1:49574 (size: 1700
.0 B, free: 267.2 MB)

15/04/09 22:23:44 INFO storage.BlockManagerInfo: Added broadcast_4_piece® in memory on SparkWorker1:49574 (size: 16.9

KB, free: 267.2 MB)

15/04/09 22:23:44 INFO scheduler.TaskSetManager: Finished task 0.8 in stage 2.0 (TID 4) in 246 ms on SparkWorkeri (1/
2)

15/04/09 22:23:44 INFO scheduler.TaskSetManager: Finished task 1.8 in stage 2.0 (TID 5) in 247 ms on SparkWorkerl (2/
2)

15/04/09 22:23:44 INFO scheduler.TaskSchedulerImpl: Removed TaskSet 2.8, whose tasks have all completed, from pool
15/04/09 22:23:44 INFO scheduler.DAGScheduler: Stage 2 (count at <console>:17) finished in 0.253 s

15/04/09 22:23:44 INFO spark.SparkContext: Job finished: count at <console>:17, took ©.268301877 s

resi: Long = 2000

W A EAs TR, BATARE XTI ZAE A SogouQ. mini SCAFFEAT I UEHRATS , il i 2

SR EEIE 2 2000 2%

(3) FRIFH R RLHEA TS 25 R AR 20 — 8k . 8 R 45 AL HE 4 0 B 1) 21 3
H URL 3R 25 SR 4, s 25 R HEA T 02 L P Sl Iy 5. 40 Bmss 2 Bl
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scala> val rdd3 = filterSG.filter(_(3).toInt == 1).filter(_(4).toInt == 1)
rdd3: org.apache.spark.rdd.RDD[Array[String]] = FilteredRDD[9] at filter at <console>:16 B —
‘:::::’\

scala> rdd3.count
15/04/09 22:
15/04/09 22:
15/04/09 22:
=false)
15/04/09 22:21:17 INFO scheduler.DAGScheduler:
15/04/09 22:21:17 INFO scheduler.DAGScheduler
15/04/09 22:21:17 INFO scheduler.DAGScheduler: Missing parents: List()

15/04/09 22:21:17 INFO scheduler.DAGScheduler: Submitting Stage 1 (FilteredRDD[9] at filter at <console>:16), which h
as no missing parents

15/04/09 22:21:17 INFO storage.MemoryStore: ensureFreeSpace(2968) called with curMem=269505, maxMem=280248975
15/04/09 22:21:17 INFO storage.MemoryStore: Block broadcast_3 stored as values in memory (estimated size 2.9 KB, free
267.8 MB)

15/04/09 22:21:17 INFO storage.MemoryStore: ensureFreeSpace(1747) called with curMem=272473, maxMem=280248975
15/04/09 22:21:17 INFO storage.MemoryStore: Block broadcast_3_piece® stored as bytes in memory (estimated size 1747.0
B, free 267.0 MB)

15/04/09 22:21:17 INFO storage.BlockManagerInfo: Added broadcast_3_piece® in memory on SparkMaster:50467 (size: 1747.
0 B, free: 267.2 MB)

15/04/09 22:21:17 INFO storage.BlockManagerMaster: Updated info of block broadcast_3_piece®

15/04/09 22:21:17 INFO scheduler.DAGScheduler: Submitting 2 missing tasks from Stage 1 (FilteredRDD[9] at filter at <
console>:16)

15/04/09 22:21:17 INFO scheduler.TaskSchedulerImpl: Adding task set 1.0 with 2 tasks

15/04/09 22:21:17 INFO scheduler.TaskSetManager: Starting task 6.0 in stage 1.6 (TID 2, SparkWorkerl, NODE_LOCAL, 119
6 bytes)

15/04/09 22:21:17 INFO scheduler.TaskSetManager: Starting task 1.0 in stage 1.8 (TID 3, SparkWorker1l, NODE_LOCAL, 119
6 bytes)

15/04/09 22:21:17 INFO storage.BlockManagerInfo: Added broadcast_3_piece® in memory on SparkWorker1:49574 (size: 1747
.0 B, free: 267.3 MB)

15/04/09 22:21:17 INFO storage.BlockManagerInfo: Added broadcast_2_piece® in memory on SparkWorker1:49574 (size: 16.9
KB, free: 267.2 MB)

15/04/09 22:21:17 INFO scheduler.TaskSetManager: Finished task 6.0 in stage 1.8 (TID 2) in 173 ms on SparkWorker1l (1/
2)

15/04/09 22:21:17 INFO scheduler.DAGScheduler: Stage 1 (count at <console>:19) finished in 0.165 s

15/04/09 22:21:17 INFO spark.SparkContext: Job finished: count at <console>:19, took ©.182105503 s

res@: Long = 794

2k L B AR, RATAB, RIS M b 2R HE 2 AR — Rl — b A
794 %,

(4) WWEHAP AR T (K7, FHRZ5 A4 5] HDFS SCIER “/ data/sgqResult”
H3F o HP MR Eds e A — I8l 7 2 /0 sue), 248 FRER P ID —JE
i) T2/, X BLRRATE B A 3 2P A B rdd3 (RS EOR T P A R B TR
TSR vdd3 (8 map J7iEAE vdd3 RS FAE PR S 1 IC R — A eR A K
key —value HUIC4]; SRJ5 R RDD 1Y reduceByKey J5 X} key #H[F TR AT R FIHRAE;
JEFH map J7 AR A oAl key Fl value Y ; H2%5 P8 sortByKey J7 X} 583 key F1
value JIfiJ 7 (1) TCAHAZ IR key IR/NIEATRE P HEY 3 2 )5 TE3CH BN JCAL IR key 1 value [T ;
I G sl saveAsTextFile Jy AU ELS RORAFE] HDFS SUIFRGEH ) sgqResult HET

scala> rdd3.map(x=>(x(1),1)).reduceByKey(_+_).map(x=>(x._2,x._1)).sortByKey(false).map(x=>(x._2,x._1)).saveAsTextFile("
/data/sgqResult")

15/04/09 22:30:21 INFO spark.SparkContext: Starting job: sortByKey at <console>:19

15/04/09 22:30:21 INFO scheduler.DAGScheduler: Registering RDD 14 (map at <console>:19)

15/04/09 22:38:21 INFO scheduler.DAGScheduler: Got job 3 (sortByKey at <console>:19) with 2 output partitions (allowLoc
al=false)

15/04/09 22:30:21 INFO scheduler.DAGScheduler: Final stage: Stage 3(sortByKey at <console>:19)

15/04/09 22:30:21 INFO scheduler.DAGScheduler: Parents of final stage: List(Stage 4)

15/04/89 22:30:21 INFO scheduler.DAGScheduler: Missing parents: List(Stage 4)

15/04/09 22:30:21 INFO scheduler.DAGScheduler: Submitting Stage 4 (MappedRDD[14] at map at <console>:19), which has no

missing parents

15/04/09 22:30:21 INFO storage.MemoryStore: ensureFreeSpace(3888) called with curMem=582455, maxMem=280248975

15/064/09 22:38:21 INFO storage.MemoryStore: Block broadcast_6 stored as values in memory (estimated size 3.7 KB, free 2
66.8 MB)

15/04/09 22:30:21 INFO storage.MemoryStore: ensureFreeSpace(2153) called with curMem=506263, maxMem=280248975

15/04/09 22:30:21 INFO storage.MemoryStore: Block broadcast_6_pieced® stored as bytes in memory (estimated size 2.1 KB,

free 266.8 MB)

15/04/09 22:30:21 INFO storage.BlockManagerInfo: Added broadcast_6_piece® in memory on SparkMaster:50467 (size: 2.1 KB,
free: 267.2 MB)

15/04/89 22:38:21 INFO storage.BlockManagerMaster: Updated info of block broadcast_6_piece@

15/04/09 22:38:21 INFO scheduler.DAGScheduler: Submitting 2 missing tasks from Stage 4 (MappedRDD[14] at map at <consol
e>:19)

15/04/09 22:30:21 INFO scheduler.TaskSchedulerImpl: Adding task set 4.8 with 2 tasks

15/04/09 22:30:21 INFO scheduler.TaskSetManager: Starting task 0.0 in stage 4.0 (TID 6, SparkWorkerl, NODE_LOCAL, 1185

bytes)

15/04/09 22:30:21 INFO scheduler.TaskSetManager: Starting task 1.0 in stage 4.0 (TID 7, SparkWorkerl, NODE_LOCAL, 1185

bytes)

INFO mapred.FileInputFormat: Total input paths to process : 1 -
INFO spark.SparkContext: Starting job: count at <console>:19
INFO scheduler.DAGScheduler: Got job 1 (count at <console>:19) with 2 output partitions (allowLocal

Final stage: Stage 1(count at <console>:19)
Parents of final stage: List()




Spark BOEBAN SR ELH

B FRATETTE R AER] T HDFS U RS, FrLATE shell #2461 & F A BIRAE IS 1Y
S, WER] Web IRl G ARG R (WEI3-6 fi7R) o 78 HDFS 11§ data H % N7 T A H
sgqResule [t 3014

Browse Directory

/data

Permission Owner Group Size Replication Block Size Name
-TW-—T— root supergroup 4.7 KB 2 128 MB README.md
-TW-T—— root supergroup 211.05 KB 2 128 MB Sogou@.mini
Arwxr-xr-x root supergroup 0B 0 0B graph
drwxrxr-x root supergroup 0B 0 0B join

-TW-T—T— root supergroup 93 B 2 128 MB one.tsv
ArwWxr-xr-x root supergroup 0B 0 0B result
drwxr-xr-x root supergroup 0B 0 0B resultSorted
drwe-xr-x root supergroup 0B 0 0B rus
drwxr-xr-x root supergroup 0B 0 0B sgqResult

B 3-6 EIUWEHA T T 25 R sgqResult

XIS FATLE shell 42833 i3 Hadoop (4L sgqResult H TIPS A A
HIM— "4 F5 2 CombinedResult (3C1F, SRJE AT LIEAM AR 13N Fo A UnR

hdfs dfs — getmerge hdfs://SparkMaster: 9000/ data/sgqResult. txt CombinedResult picked up _JAVA_
OPTIONS: — Xms512m - Xmx1024m - XX :PermSize =1024m

] “head” fr&&H— FEIFEMAMIIFANE

root@SparkMaster:~/Downloads# head CombinedResult
(f6492a1da9875f20e01ff8b5804dcc35,14)
(d3034ac9911c30d7cf9312591ecf990e,11)
(e7579c6b6b9cOeadbecfadf425fc765a,11)
(ec0363079f36254b12a5e36bdc070125,10)
(5c853e91940c5eade7455e4a289722d6,10)

(439faB809baB18cee624cc8b6e883913a,9)
(828f91e6717213a65c97b694€6279201,9)
(2a36742c996300d664652d9092e83554,9)
(5ea391fd07dbb616e9857a7d95f460e0,8)
(596444b8c02b7b30c11273d5bbb88741,8)
root@SparkMaster:~/Downloads# I

head fi 7 5 H BB R 10 A7 8, HA2s 1 Z02 1 ID, 565 2 12 TP ID X R Y A5
WUEL,  HAR RO T e HES AT A7 AL /R B o

£F IntelliJ IDEA {%FJ Spark API ¥ % 57 IS

Intelli] IDEA, J& Java 155 JF & R BIAEE, Intelli] 76 B4 A H B i1 Java JF &% T




ER = Spark RDD5Spark API#m#23TEk

Rz —, RHARRNAMT ., USA3hER . M, J2EE 30Ff, Ant, JUnit, CVS B4,
R A BT GUT B3 77 T B D RE AT LADE R R Y o BUAE B R RE 2 X Scala 15 5 SR
IRUFIERIBOT K30, Wit T ReAUS B TR Rl ot A T A5 DhRE

FEEFNi& E IntelliJ] IDEA FF £ IR )

Py Spark GERELEA 7 PR R AREAE Linux REEHP, X BIATHIHE Ubuntu T 9 Intelli]
IDEA $5#FITCE .

(1) 223 IDK, FERTHE A E W RAC AL M 1 IDK, XHEAFEN 4. O 73k 158
U SCRE, JDK RYRRA —E 22 1.6 DS,

(2) %% Scala, Spark Xf Scala FRA WA —E FIESK, BT LAATE T #id6 E Y Scala %
Befd. MM E T RNTC LR, X EATEN 4.

(3) 422 Intellij IDEA, | 3% Intellij IDEA ‘27 %% 4, MR “ Community Edition
FREE” RiAs 58 2 R AT LT, DV BCR K EFI A A, THIFERESAC
B S A SR RIS T 5 6 Intelli] IDEA B9 bin 474>, @IAE “ ~/. bashre” 3¢
PFEECE Intelli] IDEA [ PREEAS 5, % 58 J5 I ] “source ~/. bashre” iy 4> fdi it
AR

>

JAVA_HOME=/usr/1ib/java/jdk1.7.0_67
JRE_HOME=${JAVA_HOME}/jre
HADOOP_HOME=/usr /[ /hadoop/hadoop-2.4.1

SCALA_HOME=/usr/lib/scala/scala-2.11.4

HOME=/usr/ /spark/spark-1.1.0-bin-hadoop2.4
M2_HOME=/usr/ /spark/apache-maven-3.2.2/
CLASS_PATH=. :${JAVA_HOME}/lib:${JRE_HOME}/lib
PATH=/usr/ /git/libexec/git-core:/usr/ /ssl/bin:/usr/ Jcurl/bin
spark/git-1.8.2.3/spark/sbt: /usr/ /idea/idea-1C-135.1230/bin:${M2_HOME}/bin:${

in:S{JAVA_HOME}/bin:${HADOOP_HOME}/bin:SPATH

N idea HUFR B IR

(4) 1£ Intelli] IDEA F1223% Scala ##i:. & T 7E Intelli] IDEA H1fEC & Scala ffify:, FHEE
F1IT Intelli] IDEA, 74 23 B4 A LU & BR] T T

rootésbarkMaster:k# idea.sh

1i IntelliJ IDEA FRi%$E “Configure” %Xji— “Plugins” #EI A “Browse repositories” %
BR, FEF A S R scala” M RAGECF, ARG ST AN R AT (A& 37,
K 3-8, [&3-9 FIE 3-10 i), o BT Intelli] IDEA ffifid B 2L, s ke “File”
SH— “Settings” eI, TESFHAA T PIER “Plugins” I, 5 Plugins FT, J5 Y
WIRIR b —Fh i —FE

(5) BCE Spark WP R RYFREE . L Spark YN FHITF KRS, FEAER ALY
Scala T_REHLTE, & Spark I FIFEFF BT K Hi Y Spark ) Jar £, Scala ) Jar 4038 A %3 4 1
JIDK AR, BARLIRIZAE IntelliJ IDEA i 2 — > Scala Project (ZFRAILIACE),
X HEIRATHE R T4 2 FirstSparkApp, SR G 1E#E “File” % IT— “project structure” &




Intelli] IDEA *» _ X

[ ) ' Welcome to Intelli) IDEA

Recent Projects Quick Start

root

P @ Create New Project

examples
@ Import Project

E Open Project

Vis Check out from Version Control

-
ﬁ Docs and How-Tos £

& 3-7 IntelliJ IDEA ffJ “Configure” 3£

Intelli] IDEA +

o ' Welcome to Intelli] IDEA

Recent Projects & Configure
root

spark ,8 Settings
examples
~Isparkfexamples w Plugins
untitledl

% Import Settings

% Export Settings

Eqb Project Defaults 2

% 3-8 Intelli] IDEA fj “Plugins” 315

Plugins +0X

@- ) Show: | All plugins ~
Sort by name *  Android Designer

Ver:

Android Designer

n: N/A

i Android Support

i Ant Support

i Application Servers View
i AsP

#* Aspect] Support

i Byte Code Viewer

CFML Support

This plugin provides visual editing support for Android
layout files. The following features are available:

@ Android Layout Preview tool window.

@ Ability to create user interface of Android applications.

@ Ability to toggle between modes.

@ Navigation between activities and their layout
definition files.

i
i* ClearCase Integration

% Cloud Foundry integration
i CloudBees integration

i Coffeescript

% Commander

i#% Copyright

Coverage

CSS Support
Cucumber for Groovy

CVS Integration
Database Support
#* dmserver Support

Check or uncheck a plugin to enable or disable it

i
W
i
i Cucumber for java
I
W
#

NEAERAAEARAEAAEAREAAREEE™

[ Install etBrains p[ugln...J [ Browse repositories... ﬂ I Install plugin from _dlsk...J

K 3-9 i “Plugins” YRI5 ¥ H A1




Browse Repositories + 0X

@) O [category: All =)

Sort by: name

4 LivePlugin 5534 Arirkrink
" PLUGIN DEVELOPMENT 3 months age
P SBT 147527 wirAkAD
" Bup

s SBT ChangeListAction
TOOLS INTEGRATION
& SBT Executor

BUILD 7 months ago
» Scala 1506553 Rirkirh
P custom LanGuacEs ane week ago
4 Scala Imports Organizer
" FORMATTING m
s SvgViewer 122 *
GRAPHICS 9

| HTTP Proxy settings... || Manage repositories... |

&l 3-10

CUSTOM LANG

BSFConsole

i
Updated 3/2

BSF and JSR-223 scripting console, also includes Ant
console,

Change Notes

0.8.2

@ Dracula-compatible colors
0.8.1

® Bug fixes
0.8

@ IDEA 12.0.4 version
0.7.2

@ Fixed mouse behavor
0.7.1

@ Fixed config saving bug
f g

@ Bug fixes

® Added an option to hide exception stacktraces

@ Added netgents SEIE |SR-223 engine support. To use
http://code.google.com/pjnetgents/downloadsylist,
2.7 x distribution into {idea_profile_dir}/config/plugins/E
among the available JSR-223 languages. Caveats:
messages are somewhat obscured due to the way eng

%2 Scala fifF

Jji— “Libraries” BEII, SRIGHELE “ +7, S AMILN Spark 1 Scala 1) Jar £ (4N 3-11

Bz ) o

Project Structure

& + — 0]

Ox

—Project Settings —1 M scala Name ‘scala

Project i spark-assembly-1.1.0-ha

Modules + t ke —

Libre v 1§ Classes

Facets El fusrlib/scal

Artifacts El fusrlib/scal

—Platform Settings —| Bl fusr/lib/scal.

SDKs il fusrlib/scal

Global Libraries Bl fusr/lib/scal.
Bl fusrlib/scal
Bl fusrlib/scal
il fusrlib/scal

a/scala-2.10.4/lib/akka-actors.jar
a/scala-2.10.4/libfiline.jar
a/scala-2.10.4/lib/scala-actors-migration.jar
a/scala-2.10.4/lib/scala-actors jar
a/scala-2.10.4/lib/scala-compiler.jar
a/scala-2.10.4/lib/scala-library.jar
a/scala-2.10.4/lib/scala-reflect jar
a/scala-2.10.4/lib/scala-swing.jar

I fusrlib/scala/scala-2.10.4/lib/scalap.jar

il fusrib/scalafscala-2.10.4/ib typesafe-config jar

K 3-11

_Cancel | [ Aooy | [ Help

P E Spark 9RO A 3085

IDK B 2225 2 HAEE “ Project Structure” FLIE T & “project” IG5, T H T
TEHEAFAY “Project SDK” #EIj B BRI ] (4N 3-12 7R ) o




)| Project Structure
L ‘General Settings For Project 'FirstSparkApp'
Project Settings
Project
Modules
Libraries

Facets
Artifacts
Platform Settings
SDKs
Global Libraries

Z I, Intelli] IDEA 1) Spark JFAPRFERLAE &R T, T i)/ RATHATAE Intelli] 1-

Project name:

%ol IR 5 4T 5 I ALk

[=E]

‘F\rstSparkApp

Project SDK:
This SDK is default For all project modules.
A module specific SDK can be configured for each of the modules as required

[57.7 Gavaversion .7.0.67") n [ ew. | [ Edt |

Project language level:
This language level is default For all project modules
A module specific language level can be configured For each of the modules as required

6.0 - @Override in interfaces n

Project compiler output:

This path is used to store all project compilation results

A directory corresponding to each module is created under this path.

This directory contains two subdirectories: Production and Test for production code and test sources, respectively,
A rmodule specific compiler output path can be corfigured for each of the rodules as required

‘/root/DownLoads/FirstSparkApp/out ‘r‘

K 3-12 F A JDK

DEA T & 358 Spark I FFE 7 A9 52 R4 AE o

7 Intelli] IDEA TH % 3 &0 F Spark R AR2E

EIX L, FRATIE I Spark JASHY examples 2 it $3E 0 17 FH AR 7 7% 1) SparkPi, 3% 723 B
SparkPi S AMTHEATHHAE, SRIGHTERH PR A, & e TN 1% % 1E
IntelliJ IDEA Hr 37 —/~RE 44 4 FirstSparkApp {9 TR, Qi 7 AT LL# i #E 45  File”

HIEHRYEL A Object

B “New Project” 1EIW, SKJ5 7 H —1 New Project FL1f, WM& 3-13 iR,

J| New Project ox

B3 Java

MNon-SBT

B3 Java FX = SBT
w Android

# Intellid

m Maven
(& Gradle

Platfarrm Plugin

& Groovy

3 Empty

Project

Module for developing Scala Application

Previous | m | cCancel || relp |

& 3-13 f# Scala T2




ER = Spark RDD5Spark API#m#23TEk

B RBATHESE “Scala” IR, SRJ5ridi “Non - SBT”, feJimids “Next” 4, >k
SEM LRI (8 3-14 FrR ), EERERRX RHATLL Non - SBT 177 B TR,
Maven 1 SBT 477 s\FA T2 18 5 T8 149/ N1 A

71 New Project ax @

Project name: FirstSparkl‘\Pp|

Project location: | [raot/Downloads/FirstSparkApp ||”-:

Project SDK: 3 1.7 (java version "1.7.0_67") \“Fi| Newd..,

Scala settings:

() Existent Library
Compiler library:
Standard library;

(® Set Scala Home

fusrilib/scala/scala-2.11.4 ‘[

(version 2.11.4) | Download Scala,,,

Compiler library: m Standard library: | scala-library

[ Make global libraries
) Config later

* Maore Settings

|Ereviou5 ‘ m | Cancel | | Help
Pl 3-14  QI#E Scala T2

TEE 3 - 14 F AT B E — T Project name AYfH, X HL AT E T H 7R
FirstSparkApp, #RJ5 siddy “Finish” $40, a] DASE AR A1

FirstSparkApp TR G & i P J5, #EH£ “File” SZEHLFL — “project structure” 3% I —
“Modules” ZEIT, 7E Sources HI Y sre SCIFIC T FRAIE A SCHFI, SCMFJe 4424 main Fil
scala, JfHA DX IS IEERE source J@ PR X HHATIRE , fidy “OK” FHA5E M (4N
K 3-15 JIi7n) o SXFRBCE 1Y JEL R P X g2 Spark 3T H YARAERS 2

SRIGFRA Tk T LAAE FirstSparkApp FY sre/main/scala L3 T B @ — % F8 A SparkPi 1
Scala Object, %/ F 14 Spark J5HS ) examples £ 7 [) SparkPi L5 & il 2k, B LS
SparkConf SZfF|{L I Master #1 AppName [FJ{E, X B TIE% B Master 52 local (AR,
AppName (W FH#F%) & FirstSparkApp, 41 3-16 iR,

T FATiE T Local #EFN Spark BERERYRBIAX B FirstSparkApp LRSI

1. I Local #23CiNi #8347 9 B A IRR

1t Intelli] TDEA i Local BAARM L, thTHRATE ZAEE] 3-16 JFra iy FEFF Hh SE 44k
SparkConf I ¥ & 1B Iz 178U Local B, HIMFRANTEEISFTHATLL T .




7| Project Structure

+-Ma|z

+ CaFirstSparkApp
= Scala

& 4

Project Settings

Project
Libraries
Facets
Artifacts
Platform Settings
SDKs
Clobal Libraries

%ol IR 5 4T 5 I ALk

aOx

‘W Paths | Dependencies

Language level: ‘{USE project language level>

n (effective on project reload)

Mark as:

v Oout

v Osrc

F150ources Tests [EResources FiTest Resources ElExcluded
+ Add Content Root
[root/Downloads/FirstSparkApp %

idea

[ artifacts
B copyright
£ lbraries
[ scopes

Source Folders
Src
src/main
src/fmain/scala

PX
(54
X

» B production

¥ Eimain
Cscala

| Cancel ‘ ‘ Apply | | Help ‘

K 3-15 A7 main Al scala U4

File Edit View Navigate Code Analyze Refactor Build Run Tools VCS Window Help

EaFirstSparkApp ) £ src ) £ main ) Elscala ) @ SparkPiscala »

- O 5 | &%

@ SparkPiscala x l

v [CSFirstSparkApp (~/Downloads/FirstSparkApy 1
» [Oidea
v Osrc

v Dscala
® SparkPi
I FirstSparkApp.iml
» Hh External Libraries

2
5
v CImain Ei]
8
9

=
3
S
2
7]
~I
v

Kl 3-16

oimpert scala.math. random
import org.apache.spark._
/** Computes an approximation to pi */

oobject SparkPi {
o def main(args: Array[Stringl) {

val conf = new SparkConf().setMaster("local").setAppName("FirstSparkApp")
val spark = new SparkContext(conf)
val n = 100000 * slices
val count = spark.parallelize(l to n, slices).map { i =>
val x = random * 2 - 1
val y = random * 2 - 1
if (x*x + y*y < 1) 1 else 0
t.reduce(_ + _)
println("Pi is roughly " + 4.0 * count / n)
spark.stop()

FirstSparkApp T2 F ) Object SparkPi F# ¢

(1) fEREF I E AT, %8 Run  FirstSparkApp’ , #t47E Intelli] IDEA {455 & ia 4T

(i 3-17 Fim) o
(2)
roughly 3. 14252 Fg5 5,

BITEERANIK 3-18 fiias, W LAE FI7E Intelli] IDEA #EHl G2 & B/RHE “Piis



£3=

Eile Edit View Navigate Code Analyze Refactor Bulld Run Tools VCS Window Help

Spark RDD5Spark AP|4mi2SiEs

E3 FirstSparkApp £ src ) B main ) B scala ) @ SparkPi.scala )

| O Project = © = | #- = | ® SparkPiscala »
E v 3FirstSparkApp (~/Downloads/FirstSparkApg
B+ Oidea 2 m/EEL %) Copy Reference Ctri+Alt+Shift+C
- . 5 wimport scala.math. random [l Paste Cerl+v
o v CImain 6 . Paste from History... Chri+Shift+v @ |
z v Biscala ; Gimport org.apache.spark._ Paste Simple Crrl+Alb+Shift+V
; o SparkPi 9 /** Computes an approximation to pi */ Column Selection Mode Alt+Shift+nsert
;‘ I FirstSparkApp.iml 10 cobject SparkPi { - Find Usages AlL+FT
» Wi External Libraries 11 & def main(args: Array[Stringl) { Analyze
12 val conf = new SparkConf().setMast: = p")
13 val spark = new SparkContext(conf) SERELT
14 val slices = if (args.length > 0) i Folding »
15 val n = 100000 * slices S %
16 o val count = spark.parallelize(1l to e
17 val x = random * 2 - 1 Generate... Alt+insert
18 ‘:'31 y = random * 2 - 1 & Add to Watches
19 if (x*x + y*y < 1) 1 else ® 8 = ‘ -
20 o }.reduce(_ + _) Compile 'SparkPiscala Ctri+Shift+F9
21 prmﬂn("P:l. is roughly " + 4.0 * c(P Run 'FirstSparkApp' Ctrl+Shife+F10
22 spark.stop() ¥ Debug 'FirstSparkApp'
gi 2} b Run Scala Console Ctri+Shift+D
25 Local History »
Compare with Clipboard
File Encoding
@ Create Gist...
K 3-17 3%&$E Run ‘ FirstSparkApp’
Run ™ FirstSparkApp
B | 4 15/85/31 22:57:48 INFO Executor: Finished task 1.0 in stage 0,0 (TID 1), 701 bytes result sent to driver
15/85/31 22:57:48 INFO TaskSetManager: Finished task 8.8 in stage 0.0 (TID @) 1n 360 ms on localhost (1/2)
B | 4+ 1s/o5/31 22:57:48 INFD TaskSetManager: Finished task 1.0 in stage 0.0 (TID 1) in 114 ms on localhost (2/2)
n = 15/05/31 22:57:48 INFO DAGScheduler: Stage O (reduce at SparkPi.scala:20) finished in 0.539 s
=¥ 15/05/31 22:57:48 INFO TaskSchedulerImpl: Removed TaskSet 0.0, whose tasks have all completed, from pool
P p p
[ 5] | | 15/05/31 22:57:48 INFO SparkContext: Job finished: reduce at SparkPi.scala:28, took 3.462952958 s
E]
| _ iPiis ruughly 3.14252
4 | 5§ 15/05/31 22:57:48 INFO SparkUI: Stopped Spark web UL at http://SparkMaster:4040
@ 15/05/31 22:5?:48 INFO DAGScheduler: Stopping DAGScheduler
= 15/85/31 22:57:49 INFO MapOutputTrackerMasterActor: MapOutputTrackerActor stopped!
15/05/31 22:57:49 INFO ConnectionManager: Selector thread was interrupted!
» 15/05/31 22:57:49 INFO ConnectionManager: ConnectionManager stopped
% 15/85/31 22:57:49 INFO MemoryStore: MemoryStore cleared
15/85/31 22:57:49 INFO BlockManager: BlockManager stopped|
? 15/05/31 22:57:49 INFO BlockManagerMaster: BlockManagerMaster stopped
: 15/05/31 22:57:49 INFO RemoteActorRefProvider$RemotingTerminator: Shutting down remote daemon.
15/85/31 22:57:49 INFO RemoteActorRefProvider§RemotingTerminator: Remote daemon shut down; proceeding with flushing remote transports.
15/85/31 22:57:49 INFO SparkContext: Successfully stopped SparkContext
Process finished with exit code @

K 3-18 Local #i:iz 1T SparkPi 1945

2. 7£ Spark £ 8¢ L iS4T7E Intelli] IDEA +F & BN BRERE
(1) B TIRANTEAE Spark R HYBT B 17 FirstSparkApp T.#2,

B Master 2% H & EHLAY LA FI Master {05 H45-, W01 3-19 FiR
AR IE 3T shell 4
RN BERT LATE AT B A o
(2) ®EFE “File” EHFZ— “Project Structure” FZ4H, $RJ5ik
¥, %FE “Jar” 3ETi— “From Moddules with dependencies”
(3) Meff Main Class PRI R HLEE, LR H 90 15 HE Hh 4% SparkPi,
A (Anf&l 3-21 i) o

(4) fEb— Rl “OK” &5, 7& Artfact 51 A1 id name

P& “ Artifact”
PRI (WnfE 3-20 iR ) .
%ﬁﬂi‘ “« OK”

ﬁﬁ'ﬁ%ﬁﬁﬁ%ﬁﬁ(?ﬂ%
2, ¥ E SparkConf X [ setMaster( ) Jyik IS4 h spark ;//SparkMaster ;7077 ,

R R

AT A Spark BEME FaaATiZ TR, DAHEREPIT M Jar 44, LARH—

LN

BT E— T
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® SparkPiscala x l
1
2. Rl
5 oimpert scala.math. random
6 -
7 cimport org.apache.spark._
]
9 /** Computes an approximation to pi */
10 cobject SparkPi {
11 © def main(args: Array[String]) {
12 val conf = new SparkConf().setMaster(“spark://SparkHaster:7077").setAppName ("FirstSparkapp")
13 val spark = new SparkContext(conf)
14 val slices = if (args.length > 0) args(0).toInt else 2
15 val n = 100000 * slices
16 © val count = spark.parallelize(l to n, slices).map { i =>
17 val x = random * 2 - 1
18 val y = random * 2 - 1
19 if (x*x + y*y < 1) 1 else 0
20 o }.reduce(_ + _)
21 println("Pi is roughly " + 4.0 * count / n)
22 spark.stop()
23 o }
24 o}
% 3-19  SparkPi. scala Jij P
Project Structure Ox
&> +-Q Artifact 'FirstSparkApp:jar’ |
et . « I ey ST
Mrjictes — Delete Delete B JavaFx Application *  From modules with dependencies... -
i e P 8 icenrolonder LUGUS/F Il SLOPEI RADD/OUL/dl LIl deLs Pl staparkApp_jar ” ‘

LJBU B Android Application

Facets |
oul # Other g | Post-processing
Platform Settings B+ . + 4 Available Elements ?
s 1 FirstSparkApp.jar * CaFirstSparkApp
Gl Ca'FirstSparicApp’ compile output Wl scala (Project Library)

Bl spark-assembly-1.1.0-hadoop2.4.0 (Proj

META-INF/MANIFEST.MF file not Found in 'FirstSp

| Create Manifest... I | Use Existing Manifest...

[ Show content of elements [

{ CanceLJ ‘ Apply | ‘ Help ‘

K3-20 4T

Jar W) 4474 FirstSparkApplar, [RI6F o FAEREF 8 G HLEF IO 4% 4% 1 Spark fil Scala,
B LATE R 3-22 B8 OutputLayout 3635 A A] DL Spark i FH AF 4K i (1Y) Spark 11 Scala f) Jar £ ]
IR, SSCREAN A Gy Ak 2 BT LIS/ B B Jar AL R/, SR )G S “OK” $i4H, S8 AT
e —,




x 0O Project Structure

® P + — &
i—Projecl: Settings — i i
Project
Modules |
Libraries |
Facets | |
|
—Platform Settings —| |
|SDKs |
:Gtobat Libraries | @ o Create Jar from Modules
Nothing to sho
| Module: Il:'.‘ FirstSparkApp n
| Main Class: ESparkP\' Il_l
| Jar files from libraries
| (&) extract to the target jar
| O copy to the output directery and link via manifest
| Directory For META-INF/MANIFEST.MF:
‘,’root,"DownLoads/FIrstSparkAppfsrc H |
| | [ Include tests
|
| T
|
|
| |
| | |
[
' |
|
K 3-21 34 SparkPi &y Main Class
| Project Structure =k
¢ = q = T

Project Settings B FirstSparkApp:jar
Project
Modules Cutput directory: ‘ /root/Downloads/FirstSparkApp/out/artiFacts/FirstSparkAppJar |\_‘

MName: ‘FirstSparkAppJar | Type:!

Librari
lbraries [ Build on rmake
Facets e -
OUutpuE Layeut Pre-processing I Post-processing I
Platform Settings o il + - . r 4 Available Elements 2
SDKs |il FirstSparkAppJar.jar © [ Artifacts
Clobal Libraries & Extracted 'scala-actors-migrationjar/ (/usr/lib) » EaFirstSparkApp

i Extracted 'scala-actors.jar/ (/usr/lib/scala/scal
{8 Extracted 'scala-compiler.jar/' (/usr/lib/scala/sq
8 Extracted 'scala-library.jar/ (/usr/lit
8 Extracted 'scala-reflect.jar/ (/1
8 Extracted 'scala-swing.jar/ (/u
8 Extracted 'scalap.jar/' {/usr/lib/ 0
0 Extracted 'spark-assembly-1.1.0-hadoop2.4.0.]
i Extracted 'typesafe-config.jar/ (/usr/lib/scala/s
3 'FirstSparkApp' compile output

ala/scala-

[J Show content of elements -]

el (i i
K 3-22  MHERAKES A Spark F1 Scala A4 Jar £

(5) PR E AT Jar WA SIETAE T, 78 FERHW) %S “Build” M
“Build Artifact” &I, J4PE Jar £ (G0 3-23 FiR) o




Eile Edit View Navigate Code Analyze EEFactcr

%ol IR 5 4T 5 I ALk

Run Tools VCS Window Help

[ FirstSparkApp ) B src j E1main ) Elscala } @ Spark if Make Project Ctrl+Fg
| B Project=| © % | #- 1~ | ® SparkPiscala x Make-Mcdule FTTStSPE'J"App ) |
v CaFirstSparkApp (~/0c| 1 Compile 'SparkPi.scals' Ctrl+Shift+F9
» [O.idea 2 Vi s Rebuild Project
v DOsrc g import scala Generate Ant Build...
g ¥ Bmain 7 bimport org.a  Build Artifacts.
g vy Elscaia - 8 Generate Signed APK..
a @iSparkBIt| © | /++ Computes Run Ant Target Chrl+ShiFt+F10
’; » EIMETA-INF 10 object Spark:
31 FirstSparkApp.iml 11 def mam(args Array[String]) { .
> mExt | Librari 12 val conf = new SparkConf().setMaster("spark://SparkHaster:7877").setAppName ("FirstSparkApp")
LTS 13 val spark = new SparkContext(conf)
14 val slices = if (args.length > 0) args(0).toInt else 2
15 val n = 100000 * slices
16 val count = spark. para'l'le'llze(l to n, slices).map { i =
17 val x = random * 2 -
18 val y = random * 2 - l
19 if (x*x + y*y < 1) 1 else 0
20 }.reduce(_ + _)
21 prmtln("PJ. is roughly " + 4.0 * count / n)
22 spark.stop ()
23 }
24 A}
25

(6) XHT4iPE, %W IO T BEHESE * Build”

B 3-23  4gi Jar W —25
AN 2R LS TR A f) e A 2

B, T EESE “Rebuild” g1 (40 3-24 FiR) o

@ SparkPi.scala = |

ol i S eE Y

100 —object SparkPi {

vimport scala.math. random
éimpurt org.apache.spark._

/** Computes an approximation to pi */

11 o def main(args: Array[Stringl) {

12 val conf = new SparkConf().setMaster("spark://SparkHaster:7877").setAppName ("FirstSparkApp")

13 val spark = new SparkContext(conf)

14 val slices = if (args.length > 0) args(0).toInt else 2

15 val n = 100000 * slices

16! o val count = spark.parallelize(l to n, slices).map { i =>

17 val x = random * 2 - 1

18 val y = random * 2 - 1

19 if (x*x + y*y < 1) 1 else 0

200 o }.reduce(_ + _) . .

21 prmtln("PJ. is roughly " + 4.0 * count / n) Build Artifact

22 spark.stop() All Artifacts 4

23 0 1 R

24 4} ] F|rstSparkAppJar

25 Action
Rebuild
Clean
Edit...

(7) HFEmn,

B 3-24  4gi% Jar (s — 4
ATEEE BT (TR EENEE ERT) EFEMFERIIN

Jar SCHF (AN 3-25 FIR) o

(8) £ Spark FEFEM Master 285 &,

45 Spark EHFIETT,

i A 22 B T

Spark Submit f84F B 1Y Jar £ 42



ER = Spark RDD5Spark API#m#23TEk

4+ ™ Home Downloads FirstSparkApp out artifacts Ba[S33EL TN NETS

FirstSparkAppJar.
jar

[§3-25 FirstSparkAppJar £ FF 7519 H 5%

HSGHEA Spark ) bin H3¢, SRJGTE shell fir &2 A LU fir 4> -

. /spark — submit — — master spark://SparkMaster: 7077 - - class SparkPi /root/Downloads/
FirstSpark App/out
/ artifacts/ FirstSpark AppJar/ FirstSparkAppJar. jar

o spark — submit S [i] Spark SR ASAES B T H; —- master spark ;//SparkMaster ;7077
FEHYSE Master 25 5 A0k ; —— class SparkPi 45 A& Main J7 55 75 Y object; /root/Downloads/
FirstSpark App/ out/ artifacts/ FirstSpark AppJar/ FirstSpark Applar. jar 3542 Jar FT7EHhL

BATECRAN T RN, BREAT T FA 1 i 7 Intellij IDEA 32 ] Tocal BRI S5 R —5, #F
SERiH . Piis roughly 3. 13544

15/86/01 02:02:59 INFO storage.BlockManagerMasterActor: Registering block manager SparkWorker2:49587 with 267.3 MB RAM

15/06/01 82:02:59 INFO storage.BlockManagerMasterActor: Registering block manager SparkWorker1:47801 with 267.3 MB RAM

15/66/81 82:03:85 INFO network.ConnectionManager: Accepted connection from [SparkWorker2/192.168.124.137:59000]

15/06/01 82: 85 INFO network.SendingConnection: Initiating connection to [SparkWorker2/192.168.124.137:49587]

15/86/01 02: 85 INFO network.SendingConnection: Connected to [SparkWorker2/192.168.124.137:49587], 1 messages pending

15/06/01 82: 05 INFO storage.BlockManagerInfo: Added broadcast_8_piece® in memory on SparkWorker2:49587 (size: 1112.8 B, free: 267.3 MB)

15/66/01 82: 86 INFO scheduler.TaskSetManager: Finished task 1.8 in stage ©.0 (TID 1) in 7989 ms on SparkWorker2 (1/2)
15/06/01 082: 86 INFO scheduler.DAGScheduler: Stage ® (reduce at SparkPi.scala:20) finished in 13.195 s

15/86/01 02: 86 INFO scheduler.TaskSetManager: Finished task ©.@ in stage 0.0 (TID @) in 8017 ms on SparkWorkerz (2/2)
15/06/01 82:03:06 INFO scheduler.TaskSchedulerImpl: Removed TaskSet 0.8, whose tasks have all completed, from pool
15/06/81 ©2:03:86 INFO spark.SparkContext: Job finished: reduce at SparkPi.scala:2®, took 14.649245811 s

Pi is roughly 3.13544

ZIt, £F Intellij IDEA [ Spark JT & #5587 LA K Spark F& /% 1E Local #5zCFl Spark £
BT B SE BRI AR i 58 T

L £ SBT Ri% Spark [ AR )

SBT j&— Mg T 5, o] LA RS0 Scala, Java %15 55 40 5 (19 W FHRE Y, SBT 1E
i A RS A3 2] JDK1. 6 LA R RS2 RE, SBT i R i it i 22 [ 2 1) B sk o, I I
B, SBT 224K 4811 jar €41 253 F P ¥ home/. ivy2/cache H 3% T,

T HEFRAE S SBT Ziide— a1 #L) Spark W LY o 31X BN R 7 3R A1 HE B Spark B
Jr PR BRI AL (WordCount)  PZEBIES, FEX AN HE BT, RATGE T — S0
AR

TEGPFEIXA™ Spark N FHRRF Z /I, S

(1) F#% Spark — 1. 1. 0 (2235 40 Fl Scala 2. 10. 4 [y 23541, S5 DEATA TR 2225, FEAC
B EA14 i PATH #4288 ~ /. bashre X%,

(2) TF#IF4e%e SBT, [FBTECE SBT (%) PATH MR35 AR G, fRUFFE Shell 5 5 b Al LA
FH SBT fig4>. 4 T {8 FH SBT j3) %1% Spark , FRA'1752E SBT 0. 13. 0 sl L L) J5 A 24250 1 46 2
SRR, EF X B R SBT (RAE 0. 13. 8, A LATE Shell #51fil 5% A sbt sbt — ver-
sion AT KA F B AN SBT MURAS, 121745 00T

root@ SparkMaster ; /usr/local/sbt/bin# sbt sht — version




Spark BOEBAN SR ELH

[info] Set current project to bin (in build file;/usr/local/sht/bin/)
[info] 0.13.8

SERUA eSS TARLUS , FADTHAEN A SBT #5147 Spark W HIRERPARFAIAEHY, ALHRUTT
(1) Fgg—A~ SBT MBI H , 5T H £ #504 spark_wordeount, @1 SBT & 1R i 2219
[ 72 1) FSRA R, AT LATE Shell #2210 5 fi A LUT i 4R S8 U A2 3R

mkdir - p ~/spark_wordcount/lib

mkdir - p ~/spark_wordcount/ project

mkdir - p ~/spark_wordcount/src/main/scala
mkdir - p ~/spark_wordcount/src/test/scala

mkdir - p ~/spark_wordcount/target

A ER A4, Tl RGe0 Home F & F 01 T spark wordcount FI 3%, 75 spark
_wordcount H 5H /2 SBT TR —28 H SRE54 . 1ib/ (1% H & F G5 gt AH 11 jar STHF) |
project/ | sre/main/scala/ | src/main/test/scala, /target,

(2) K i Spark Z 234 p) lib H 3% F Y jar X4 spark — assembly — 1.1.0 - ha-
doop2. 4. 0. jar F| ~/spark_wordcount/lib HE T, FTFEAE Shell I Hl G A MU .

cp /ust/local/spark/spark — 1. 1. 0 — bin — hadoop2. 4/1ib/spark — assembly — 1. 1. 0 — hadoop2. 4. 0. ja
r ~ /spark_wordcount/lib

(3) 7E Shell £ & 14 ~ /spark_wordcount H & T % A cat build. sbt &5 — build. sbt
B SO, FEZSCF AL T — il B E R, XEFEEESITIE N A Z MG EA —
ST T E

name : = " WordCount"
version : = "1.1"
scalaVersion : = "2.10.4"

libraryDependencies += " org. apache. spark" % % " spark — core" % "1.1.0"

resolvers += " Akka Repository" at "http://repo. akka. io/releases/"

MBS, IRAFIFIR HZSCHE
(4) WordCount #/¥ 4’5 M4, HARLIRANT
1) %57 WordCount. scala JFACAS S0, B FE AL N spark. example, 7E Shell 351 & i
NS IR
mkdir - p ~ /spark_wordcount/sre/main/scala/spark/example
vim - p ~/spark_wordcount/src/main/scala/spark/example/ WordCount. scala

ORGSR DL T (1 B S AR AL 3]3% WordCount. scala JARAS SCA b, HARAEZ AL

package spark. example

import org. apache. spark. _
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importSparkContext. _

objectWordCount |
def main(args: Array[ String] ) |
I/ AT SR B A @
if (args. length= = 0) |
System. err. println( " Usage : spark. example. WordCount < input > < output >" )

System. exit( 1)

J
// 8] hdfs SRR SE
valhdfsPathRoot = " hdfshost :9000"
// S spark f) FTR SCHR A
val spark = newSparkContext(args(0) ," WordCount" ,
System. getenv( " SPARK_HOME" ) , SparkContext. jarOfClass ( this. getClass) )
7/ U A SO
valinputFile = spark. textFile ( hdfsPathRoot + args(1) )
// AT WordCount THEEEI inputFile $iA7 77 1: flatMap , K454 738 4 254 7037 5
/78K E Kzl A AR — A JC A, IR RO 1,885 $UT reduceByKey
/777 3 WA E R R
valcountResult = inputFile. flatMap ( line => line. split(" "))
. map(word = (word, 1))
. reduceByKey(_+_)

//%i Yy WordCount 45 3R 2|45 ¢ H F
countResult. saveAsTextFile ( hdfsPathRoot + args(2) )

}
2) #EA spark_wordcount H 5%, XJHPATHIFEAE, 7E Shell #54] GHIALLT WA

cd ~ /spark_wordcount/

. /sbt compile

3) YRiFid)G, TE spark _wordcount H 5% N #i A . /sbt package iy 248 11 B¢ BA iR i1 2L
WordCount U7 A jar £

4) 1EgmiFnid e, SBT 5% bR s i THAL, 2% 5 UG AT LATE ~ /spark _
wordcount/target/scala — 2. 10/ H 3% F ¥ 2FTHIFHY jar S0,

5) f#iF Spark FEHEETTC L gIFIFFTEIFHY jar X, #F A Spark (% bin H3EF, i
spark — submit T HORSEMAT 55 193258, 7E Shell 54 G5 AR AT U0F -

. /spark — submit - class wordCount target/scala —2. 10/wordcount_2. 10. jar

<input > < output >

Horp <input > 8 (2 5 ZE0 AR RO SO R I, < output > 8 A2 HEAT 58 BRI THER
FOBRAE 5 T 77 A A 25 SR ARAF ) LBk o
Zib, FATHRPS A T AT SBT 4% Spark W HIFE)F, SBT THAE Spark Hif /&




%ol IR 5 4T 5 I ALk

PR IR, A B EAE B C R HLEs L 52 SBT 4% Spark NIRRT

S0 {§ f Maven #J# Spark I A 12 F )

Spark JEASEE T A sbt/sbt assembly Zwi%E, 0] A Maven #£474%1%F, Maven J&3LTI00 H X}
AL (POM) , FFA] Lhjd i —/NBCR AR (R SRS BT H At . st A SCRY i B R H A8
PITH, Hr POM & Maven Xf—A~F—J H 14k, %A POM 13, Maven J& 2 Ak
1), P2 POM J& Maven [#Z.0>, J& POM SEEIFEKS) 1 Fh ISR F AR A A8 £ 7 X,

Maven [ 1 AFRIF A A RE ) A Rr (A2 80, BRIt HAEHE TR, BT Maven BB
PRI A T E M, BT DAR R R =47 Maven #4 8 IIAS S0 AT LA MG 2 ff SR A 0T H
i+ Maven BT[R50 H 19 )74, 2 Apache Jakarta (Jakarta J& Apache 412 | i) —Z2 Java
fil R Ty TR i A4 8K, s TARZ FIIH ) HH & SCHE ] Maven, 11 HL2A w55 H
K H Maven (1) H B 7ERREEIG

T FATTH] Maven 7 Intellij IDEA rpfgadt Spark Y5 Y 15 32 2155

(1) B git 74>, U Spark JEAH N L 5afE TR, 0T

git clone http://github. com/apache/spark

(2) ®¥EE “File” ZEAL— “New Project” I, RJGIELE “Maven” LI, &7
“next” FEEHIEAT — A (UK 3-26 FR) o

@ o New Project

C Project SDIG ‘ £3 dk1.8 (java version "1.8.0_20") n l New.., |
B Java FX
& Android [[J Create from archetype

Add Archetype |

## IntelliJ PlatForm Plugin

» comatlassian maven.archetypes bamboo-plugin-archetype
Maven » comiatlassian maven.archetypes confluence-plugin-archetype

» comiatlassian maven.archetypesijira-plugin-archetype

(& Gradle

» com.rfcmaven.archetypes;jpa-maven-archetype
& Groovy » de.akquinet jbosscejbosscc-seam-archetype
! sl » net.databinderdata-app

» netliftweb lift-archetype-basic
I3 Empty Project » net lIfbweb lift-archetype-blank

v et sfmaven-harmaven-archetype-har
» net.sf.maven-sarmaven-archetype-sar
» org.apache camel archetypes:camel-archetype-activemqg
» org.apache camel archetypes:camel-archetype-component
» org.apache camel.archetypes:camel-archetype-java
» org.apache camel.archetypes:camel-archetype-scala
» org.apache camel.archetypes:camel-archetype-spring
che camel archetypes:camel-archetype-war

coon:cocoon-22-archetype-block
yon:cocoon-22-archetype-block-plain
jor:cocoon-22-archetype-webapp

» org.apache maven.archetypes maven-archetype-j2ee-simple

» org.apache maven.archetypes maven-archetype-marmalade-mojc
» ora.apache.maven archetvpesimaven-archetype-moio

Js | Cancel Help I
K 3-26 JH Maven 457 T %
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(3) BCHEA AT, GrouplD 151 H 4410 —HARIRAT, SCBtl i JAVA B fY
ZEHg, S main F L HL java 19 L SRAEH . ArtifactID b0 H AOME— BOFRLAE, SEBRARIR H
I FR, BRI E R B SRR e RIRATAEEELA “Spark — 1,27, SRJF i “next”
AL (I 3-27 FiR) . @

@ o New Project

Groupld !Spark—h‘z I ™ Inherit
Artifactid ‘Spark-ﬂ‘Z |

Version [ 1.0-SNAPSHOT | & inherit

K 3-27 G Groupld Al Artifactld

(4) XHLEPEM BT B R B E %, mdi “OK” &4, )5 rid “Fin-
ish” il (NP 3-28 fioR) o

x 0 New Project

Project name: | Spark-1.2

|
Project location: |/roothownLoads/Spark—1 2 |E|

@ o Select project File directory

Project file will be stored in this directory

Hide path

nloac

» [ Desktop
» B Documents
v [ Downloads
» O FIrstSparkApp
» O LoveSpark

» [Cispark-1.2.0
» DO untitled

B IdeaProjects
B3 Music

B3 Pictures

1 Public

Grag and drop = file inta the spaca above to quickly lacate itin tha tres

Cancel Help

Yy Y ¥V

» Mare Settings

TN (o) [ |

K3-28  BEHRIRALAE L H %
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(5) FIT Maven 2x [ g5 0 H A, 35 4 A URAS B8 SR PR AN 3-29 P

File Edit View Navigate Code Analyze Refactor Build Run Tools VCS Window Help )

Maven projects need to b
Faspark-1.2.0 ) 1 core ) E1src ) Eimain ) Elscala ) [ org ) B apache ) £ spark ) @& SparkContext.scala ) ‘ Import Changes Enable Au
Project -+ © % | #- 1~ | mSpark-12 x| @ SparkContext.scala x |
» Cutil ]
» ® Accumulators.scala import ...
m?/:gg;sfnatar o
ScacheMananer * Main entry point for Spark functionality. A SparkContext represents the connection to a Spark
* @ContextCleanerseala * cluster, and can be used to create RODs, accumulators and broadcast variables on that cluster.
» @&Dependency.scala *
» @ExecutorAllocationManager.scala * Only one SparkContext may be active per JVM. You must “stop()' the active SparkContext before
» ® FutureAction.scala + creating a new one. This limitation may eventually be removed; see SPARK-2243 for more details.

+
> Mtleatheseceiol + @paran config a Spark Config object describing the application configuration. Any settings in
&HttpFileServer +  this config overrides the default configs as well as system properties.
» @HttpServer.scala ¥/
&Interruptiblelterator class SparkContext(config: SparkConf) extends Logging {
» @ Logging.scala
» @& MapOutputTracker.scala
» @ package.scala

// The call site where this SparkContext was constructed.
private val creationSite: CallSite = Utils.getCallSite()
¥ Partition // If true, log warnings instead of throwing exceptions when multiple SparkContexts are active
private val allowHultipleContexts: Boolean =
config.getBoolean("spark.driver.allowHultipleContexts", false)

\
|
» @Partitioner.scala |
@ SecurityManager |
@ Serializablewritable ‘ ) ) . ) .
// In order to prevent multiple SparkContexts from being active at the same time, mark this
» @SparkCanfiscala | // context as having started construction.
v @SparkContext.scala ‘ 7/ NOTE: this must be placed at the beginning of the SparkContext constructor.
GSarConat SparkContext.markPartiallyConstructed(this, allowMultipleContexts)
@ SparkContext
(& WritableConverter ‘
» @SparkEnv.scala
» @SparkExceptionscala
® SparkFiles
|

// This is used only by YARN for now, but should be relevant to other cluster types (Mesos,
// etc) too. This is typically generated from InputFormatInfo.computePreferredLocations. It
// contains a map from hostname to a list of input format splits on the host.
private[spark] var preferredNodeLocationData: Map[String, Set[SplitInfoll = Map()

val startTime = System.currentTimeMillis()

» @ SparkHadoopWriter.scala
@ SparkStatusTracker Jee

» GStatusAPImplscala * Create a SparkContext that loads settings from system properties (for instance, when
® TaskContextHelper 1 * launching with ./bin/spark-submit).

F3-29 I IR D S 3R 55

3.4.5 Spark T & )

FERT AN T AT L8 T Spark (P4~ T.H.: Spark Shell 1 Spark Submit, X4~ T.
ELXF T Spark PRI AT R E EEAVEM . e BIRATH Spark X W4~ T A
O PSS — 2B B A, A FRAT T AT DATE B 1B AT 7 e i I i RE A% BE TR AR X AT

HOR AT Spark FEFFI AT

1. Spark 3z B, T B Spark Shell

Spark Shell J& Spark 473 iy ] P S gt g B i & 2, J&% ] Spark API E"J—ﬁ‘ﬂlf”f%”
RIS A R T H . @it Spark Shell %1I]T1XTU1£F RDD £ FpJ5 : HRAE, B LIS G B
i) Web 54l 0 I X AT 55 1) iz 47 04T 45, 7 T X7 981K, Spark Shell Z:ﬁﬁfuzliﬂﬁ
(Lol HWREE, B SURRHREE S, B L, Spork Sholl B Spok St 5.
FhEtdE (akE U Spark Shell 2 H T Spark Submit)

(1) TS R R A& LIA (Local) #EXi A Spark Shell x4, H T7E %% Spark
By, T4 Spark 1 bin HRPCEAERGIAGAZ &, BT LA AT DL B HA H % F
A2 o

root@SparkMaster:~# spark-shell

Spark assembly has been built with Hive, including Datanucleus jars on classpath
Java HotSpot(TM) Client VM warning: ignoring option MaxPermSize=128m; support wa
s removed in 8.0

15/04/01 09:02:57 INFO spark.SecurityManager: Changing view acls to: root,
15/04/01 09:02:57 INFO spark.SecurityManager: Changing modify acls to: root,
15/04/01 09:02:57 INFO spark.SecurityManager: SecurityManager: authentication di
sabled; ui acls disabled; users with view permissions: Set(root, ); users with m
odify permissions: Set(root, )

15/04/01 09:02:57 INFO spark.HttpServer: Starting HTTP Server

15/04/01 09:02:57 INFO server.Server: jetty-8.y.z-SNAPSHOT

15/04/01 09:02:57 INFO server.AbstractConnector: Started SocketConnector@e.0.0.0
:46543
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15/04/01 09:02:57 INFO util.Utils: Successfully started service 'HTTP class serv
er' on port 46543.
Welcome to

ot e .

SNONE =Nt =l

! R (S & Y 4, version 1.1.0
Vi

Using Scala version 2.10.4 (Java HotSpot(TM) Client VM, Java 1.8.0_20)

] LLE B F AT Spark WA 2 version 1. 1.0, Scala B AN 5 2. 10.2, Java [ fii 4%
£.1.8.0.20

(2) FEIAEZR L Spark Shell SZAFEEMEZ Fo ARG H A T 24 master

e B2 5H spark ; //SparkMaster ; 7077 ,

root@sparkMaster: /# spark-shell --master spark://SparkMaster:7077

spark assembly has been built with Hive, including Datanucleus jars on classpath

15/04/69 21:16:17 INFO spark.SecurityManager: Changing view acls to: root,

15/04/09 21:16:17 INFO spark.SecurityManager: Changing modify acls to: root,

15/04/09 21:16:17 INFO spark.SecurityManager: SecurityManager: authentication disabled; ui acls disabled; users with view
permissions: Set(root, ); users with modify permissions: Set(root, )

15/04/69 21:16:17 INFO spark.HttpServer: Starting HTTP Server

15/04/09 21:16:17 INFO server.Server: jetty-8.y.z-SNAPSHOT

15/04/09 21:16:17 INFO server.AbstractConnector: Started SocketConnector@®.0.0.0:33172

15/04/09 21:16:17 INFO util.Utils: Successfully started service 'HTTP class server' on port 33172.
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Using Scala version 2.10.4 (Java HotSpot(TM) Client VM, Java 1.7.0_67)

Type in expressions to have them evaluated.

Type :help for more information.

15/04/09 21:16:21 INFO spark.SecurityManager: Changing view acls to: root,

15/04/09 21:16:21 INFO spark.SecurityManager: Changing modify acls to: root,

15/04/09 21:16:21 INFO spark.SecurityManager: SecurityManager: authentication disabled; ui acls disabled; users with view
permissions: Set(root, ); users with modify permissions: Set(root, )

15/04/09 21:16:22 INFO s1f4j.S1f4jLogger: Sl1f4jLogger started

15/04/09 21:16:22 INFO Remoting: Starting remoting

15/04/09 21:16:22 INFO Remoting: Remoting started; listening on addresses :[akka.tcp://sparkDriver@SparkMaster:60233]

(3) AILIAE Shell fir 42t A “spark —shell ——help” #54-#c & Spark Shell (=
HiEE (nE 3-30 iR ) o

TER 3-30 1, —~ class $5 & Spark 27 [ Main J5 %5 FT7ER) object (Scala i 5 HLAY
XS 5 ——jar FE ISR E M IR AC 1Y Jar WL S 0% Jar G4 X %1% ; —— executor — mem-
ory 18 2 EE1~ Executor I NFFK/N;  —— executor — cores $5 [ & 51 Executor i) CPU M4,
XS HLHR AT AFE Spark Shell [ 82 REHE SRV (4 B 5 /E by Spark Shell ([t Jin 2 ik A1 B,
M HIX S50 — HAE Spark Shell 232 /E LB E, EAIMMRER R R TRAEREC &E
Spark Ji7 F )7 BLAY BN

2. Spark [ [ 25 #B%& T H Spark Submit

Spark Submit & H R # I HI4R5E Spark I AR T H, HEARMKERE .

spark — submit [option]  <app jar | python file > [ app options ]

B A& spark — submit (S5, A LLTE My 4 2 fifi F spark — submit —— help 74>, 75 H [t
INZEH AT LA AE Driver Fl Executor AHCHCE AYE R . WK 3-2 iR,

spark — submit #{1 Spark N H#E LA EREZ 5, TCIREMERh a1 CER AT LAFE Web #5545
BB STV EFTRIL, VEAVIZETFI% WebUL #dik#: http: // < driver — node > ; 4040,
H driver — node 452 Spark (4K (Driver) Fr7Ei4s mH) 4144, 4040 J2& Spark 517
AIVELAE WebUT B RS 5 (HNIE1 3-31 Fi7R) o

>




BOEB ST R

Options:
--master MASTER_URL

--class CLASS_NAME
--name NAME
--jars JARS
--py-files PY_FILES

--files FILES

--conf PROP=VALUE

--driver-memory MEM

--driver-class-path

--help, -h
--verbose, -v

--driver-cores NUM
--supervise

YARN-only:
--executor-cores NUM
--gueue QUEUE_NAME
--num-executors NUM
--archives ARCHIVES

--deploy-mode DEPLOY_MODE

--properties-file FILE

--driver-java-options
--driver-library-path

--executor-memory MEM

root@sparkMaster:/# spark-shell --help
Usage: ./bin/spark-shell [options]
Spark assembly has been built with Hive, including Datanucleus jars on classpath

spark://host:port, mesos://host:port, yarn, or local.
Whether to launch the driver program locally ("client") or
on one of the worker machines inside the cluster ("cluster")
(Default: client).

Your application's main class (for Java / Scala apps).

A name of your application.

Comma-separated list of local jars to include on the driver
and executor classpaths.

Comma-separated list of .zip, .egg, or .py files to place
on the PYTHONPATH for Python apps.

Comma-separated list of files to be placed in the working
directory of each executor.

Arbitrary Spark configuration property.
Path to a file from which to load extra properties. If not
specified, this will look for conf/spark-defaults.conf.

Memory for driver (e.g. 1806M, 2G) (Default: 512M).

Extra Java options to pass to the driver.

Extra library path entries to pass to the driver.

Extra class path entries to pass to the driver. Note that
jars added with --jars are automatically included in the
classpath.

Memory per executor (e.g. 1008M, 2G) (Default: 1G).

Show this help message and exit
Print additional debug output

Spark standalone with cluster deploy mode only:

Cores for driver (Default: 1).
If given, restarts the driver on failure.

spark standalone and Mesos only:
--total-executor-cores NUM Total cores for all executors.

Number of cores per executor (Default: 1).

The YARN queue to submit to (Default: "default").

Number of executors to launch (Default: 2).

Comma separated list of archives to be extracted into the
working directory of each executor.
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——master MASTER_URL

n] L J2& spark : //host : port, mesos : //host ; port,, yarn,, yarn — cluster, yarn — client, local

—— deploy — mode DEPLOY_MODE
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——class CLASS_NAME
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—— properties — file FILE
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—— driver — memory MEM
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